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Abstract

By 2025, there will be zettabytes of data gen-
erated every year. The size and complexity of
modern large-scale computing infrastructures
like High-Performance Computing (HPC) sys-
tems continue to evolve and become complex,
leaving us wondering about their manageability
and sustainability concerns. Because of this
reason, those complex systems are provided with
fine-grained monitoring and Operational Data
Analytics (ODA) capabilities to optimise their
efficiency. In this literature study, we list the
fundamental pillars of the large-scale computing
infrastructures which enable its ODA capabilities,
and conduct a study of the popular ODA frame-
works operating in various such environments
(predominantly HPC). Based on that, we propose
a more holistic ODA framework matching the
various layers of a large-scale graph-processing
distributed ecosystem proposed by Sherif Sak
et al, that extends the ODA functionalities
presented in an existing novel ODA framework
proposed by Netti et al. We compare the holistic
ODA framework proposed by us to some of the
state-of-the-art frameworks that we study as
part of this literature to highlight the novelty,
which would hopefully draw more attention to
perform extensive research in this field. As part
of creating awareness, we highlight the significant
operational efficiencies observed as a result of
the implementation of the state-of-the-art ODA
frameworks to make the study appear beneficial

for the readers, and lastly, discuss the trending
research work ongoing in this field.

Keywords— Operational Data Analytics (ODA),
Monitoring, Energy efficiency, Performance, High-
Performance Computing (HPC), Data centre

1 Introduction

The complexity of modern large-scale computing
infrastructures (e.g., HPC clusters, supercomputers,
and cloud systems) has grown to an extreme level, at
the verge of exascale, which introduces operational
challenges. The complexity of these systems originates
due to their adoption of heterogeneous architectures,
ability to provide support to modern workflows
and other applications, novel cooling mechanisms,
modern infrastructure facilities, and several other
components [16]. These systems typically have
thousands to millions of CPU cores running up to
a billion threads involved in complex computation.
Moreover, the dynamic nature of workloads involved
in these environments adds to the complexity. All
these complexities result in understanding the state
of such systems significantly challenging, before even
talking about the optimal decisions involved in their
operation. It is, unfortunately, common that these
systems generate various kinds of malfunctions many
times per day, resulting in process crashes ranging
to even halting of operations on the compute nodes.
Resilience has been studied for HPC executions on
these future exascale systems, and several technical
options have been established [18]. But, this exascale
resilience problem is far from solved, and thus the
associated research problems pose a critical challenge
for the HPC community. Also, as the architecture of
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Figure 1: Typical data flow involved in a dis-
tributed system using ODA framework. [65]

HPC has evolved over the years, so has the energy con-
sumption of these supercomputers [104]. Due to the
expanding use of HPC systems, energy consumption is
also expected to expand, causing sustainability-related
concerns (for example, CO2 emissions). This needs
to be taken into consideration, otherwise, it will
impact heavily on climate change. Safeguarding the
interests of the community is a journey, which requires
a multidisciplinary team of scientists, engineers and
technologists to collaborate on this research. Several
initiatives are being taken in this regard to meet
the organisational energy efficiency goals, and the
supercomputing community is promoting the same
and publishing the greenest HPC supercomputers to
create awareness[99].

We set the preface of this literature by asking
a pair of hypothetical questions: ”If we were to extract
efficiently and quickly a significant bit of information
in a large-scale computing system, what kind of
decisions would we be able to make? Would adding
this intelligence to the system change the way how we
design software operating on large-scale infrastructures
like HPC or cloud?”. Of course, some of the possible
answers would preface an imagination questioning
whether this capability has existed before, and if so,
what were the limitations. This literature study aims
to deeply dive into the journey to answer such ques-
tions. The first known practical usage of performance
dashboards in IT operations began around 2000 when
the field of business intelligence (BI) converged with
performance management, resulting in the creation
of the term ”performance dashboard” [28]. Dating
back to the 1980s, executive information systems
(EISs) were built for the company executives to serve
as executive dashboards for driving the companies
by their respective bedrooms, but they never gained
much traction because they were available to a few
people in the company and were built on mainframes
or supercomputers (which gradually gave way to
client/server systems in the 1990s). The dashboards
were already in use in automobiles and other vehicles
back then, but businesses, governments, and non-profit
organisations have been known to adopt them later.

Large-scale computing infrastructures like super-
computers, clusters, and clouds are already pervasive
as most of the members of our society interact with
them on a daily basis, e.g., social networks, media
streaming services, government services, etc1. The
purpose of Operational Data Analytics (ODA) is to
gain insight into the behaviour of such large-scale
computing infrastructure (like HPC clusters) by
analysing the operational data from various layers of
the computing system [16]. The ODA-related analysis
yields various interesting results and behaviours about
these large-scale systems which one could not even
be aware of. The typical data flow involved in a
large-scale system having ODA enabled is shown in
Fig. 1. One of the most prominent large-scale infras-
tructures where ODA-related research has been done
extensively is the HPC cluster. High-performance
computing (HPC) refers to a specialised branch of
computing that has the ability to solve advanced
computations (which are too large to be solved using
commodity computational resources) with the help of
supercomputers or computer clusters. As per one of
the tech reports published by a technical college, HPC
integrates systems administration (including network
and security knowledge) and parallel programming
into a multidisciplinary field that combines digital
electronics, computer architecture, system software,
programming languages, algorithms, and computa-
tional techniques2. HPC architectures couple together
powerful integrated compute nodes using a high-speed
interconnect. In our study, we are mainly concerned
with large-scale computing infrastructures that run
exclusively a variant of POSIX-compliant Linux
operating systems (OS). The OS on each compute
node runs various services and specialised hardware
drivers that allow the applications to utilise the
resources which are distributed across several nodes.

There are impacts at various layers and scales of
the large-scale infrastructures ranging from facility
and hardware to the software and applications
running on these systems. One of the interesting
studies measured the energy efficiency of 27 popular
programming languages, measuring the correlation
among energy, time and memory [77]. There is a lot
of research work ongoing in the related fields due to
arisen interest in our community to explore the topic
in a holistic manner (some of which are discussed in
this literature). As reflected in Fig. 2 about the trend
in the last 5 years (extracted from Google Trends),
the popularity of the ODA term/keyword is increasing
gradually. However, we do not see a significant
increase in the keyword ”Data centre monitoring”,
and the usage is almost constant for the past 5 years.

1https://www.universiteitleiden.nl/en/

science/computer-science/systems-and-security/

large-scale-computing-infrastructure
2https://web.archive.org/web/20100731043053/

http://system.tstc.edu:80/forecasting/techbriefs/

HPC.asp
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Figure 2: Google Trends4for the keywords ”Oper-
ational Data Analytics” and ”Data centre moni-
toring”.

Google Trends clarifies that the two keywords (ODA
and data centre monitoring) are recognised as a search
term, and not as a topic. It can be understood from
the fact that the term ”ODA” was officially defined
for data centre operations’ monitoring and analytics
in 2019 by Bourassa et al. [16]. Its popularity has
been rising gradually (although slowly) as can be
inferred from the increased count of published works
of literature related to the topic. In contrast, data
centre monitoring has been there for a long time,
exhibiting almost a constant trend. Data centre
monitoring might appear overall to be less actively
researched compared to other trending computing
terms, though the data centre components/entities
are being actively researched either individually or
in comparatively smaller conjunctions, and not from
a holistic perspective (as what is the goal of ODA).
As part of the manifesto of Future Computer Systems
and Networking Research in the Netherlands, we aim
to create awareness about the ODA framework within
the Netherlands to promote the implementation of
those capabilities across the entire information and
communications technology (ICT) infrastructure [39].

ODA resurgence

As a large-scale computing environment (e.g.,
an HPC cluster, cloud) is complex due to its
heterogeneity and scale of the components, gath-
ering insights requires careful study and analy-
sis of its components thoroughly at fine-grained
levels to make the operations efficient. ODA
is the process involving analysing the operation
of such systems for gaining insight into their
behaviour to reason about known and unknown
results of the environment, which can later help
in the optimisation of power usage, and maybe
performance to some extent.

4https://trends.google.com/

1.1 Research Questions

Here we list the research questions covered as part of
the scope of this literature study. These research ques-
tions will be answered subsequently in the upcoming
sections of this study.

• RQ1: How to lay out various compo-
nents geared towards the performance and
energy-efficiency of a large-scale computing
infrastructure into a reference architecture
for an ODA framework? This section will be a
novel contribution as part of this literature study.
This research question will conceptualise a ref-
erence architecture of an ODA framework suit-
able for a large-scale computing data centre, con-
ceiving from the four main pillars of an energy-
efficient data centre, and that overlaps with the
popular ODA reference architecture.

• RQ2: What are the state-of-the-art ODA
frameworks published in scientific pieces of
literature for a large-scale distributed com-
puting data centre? This section will be the
major contribution as part of this literature study.
We will briefly discuss the architecture of several
state-of-the-art data centre infrastructures which
have deployed the ODA framework in their pro-
duction environment.

• RQ3: What are the various (quantita-
tive/qualitative) energy or performance
benefits that have been realised after im-
plementing ODA techniques in a large-scale
distributed data centre? In this section, we
will go through the benefits of deploying the ODA
framework in a large-scale distributed data cen-
tre, as claimed in the scientific works. We will
talk about the gains realised in quantitative terms
(related to energy efficiency) and/or qualitative
terms (in terms of performance gain), wherever
applicable.

• RQ4: What are the ongoing ODA-related
research works in a large-scale distributed
environment? With this research question, the
idea is to get an idea about what are the ongoing
trends and the associated challenges in this field,
as this field is gaining momentum gradually. This
work will be based on the future work sections
described in the articles which are scoped in this
study.

1.2 Contributions

We aim to provide the following contributions to the
community as part of this literature study, which would
hopefully add to research in the field of Operational
Data Analytics (ODA):

• C1 - We review a structured preface, setting up
the proposal of a holistic ODA framework for a
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Figure 3: The process followed in this literature
extends from the Systematic Literature Review
method by involving limited snowballing, manual
search, and guided supervision.

large-scale computing environment (e.g., require-
ments, fundamental blocks, modes of operation).

• C2 - We propose a holistic ODA framework based
on our established set of requirements, that ex-
tends a popular novel framework (laying out var-
ious ODA components into a novel system archi-
tecture).

• C3 - We summarise the quantitative and qualita-
tive gains that have been realised after enabling
an ODA framework in various computing ecosys-
tems (to promote awareness).

• C4 - We discuss the ongoing research trends re-
lated to ODA in the large-scale computing ecosys-
tem (for exploration of the research opportuni-
ties).

2 Method for finding, selecting
and characterising the rele-
vant material

Various literature has been published detailing moni-
toring and analysing the performance and energy ef-
ficiency of high-performance computing data centres.
Some have been explicitly characterised with the key-
word ”operational data analytics” (ODA) in a comput-
ing environment, thus associating them directly as part
of the acknowledged ODA framework. Here we present
our method which was used to perform the selection of
literature pertaining to the usage of ODA, which is also
visually presented in Fig. 3.

2.1 Analysis of commonly used meth-
ods

Three of the most common methods adopted univer-
sally to conduct the literature surveys are: (i) un-
guided traversal of the related literature, (ii) snow-
balling [106][108], and (iii) systematic literature re-
view method proposed by Kitchenham et al. [45]
Unguided traversal of the material encompasses the

random traversal of the literature and related arti-
cles based on the recommendation provided either by
the publications like Springer, IEEE, etc. or other
scholarly websites. Snowballing method uses a simi-
lar mechanism but it relies on some sort of limit, by
imposing some restrictions such as on the criteria for
finding and selecting material. Although one could se-
lect any of the methods for conducting the literature
review, it is important to note that one should carefully
examine the works of literature relevant to a topic so
that they do not miss the useful ones, and the search is
bounded and appropriate with less human bias as pos-
sible. The scientific literature review process has some
laid-down processes which make it easier to follow the
directions of the author to repeat the literature survey
process and identify the relevant works of literature in
an optimal way.

Literature Study Method

In this study, we follow the Systematic Litera-
ture Review process given by Kitchenham et al.,
along with the guidance of the supervisor, and
with a mix of snowballing at times and man-
ual search for works of literature published in
MODA workshops for more information related
to the subjects being studied.

2.2 Systematic Literature Review pro-
cess

In this subsection, we mainly list the methods followed
in our literature study, from the overall systematic
literature review process directed by Kitchenham et
al. We further briefly explain below those methods
we have followed under different review processes for
this study, also shown in Table 1. We use the litera-
ture resources retrieved from AIP5, DBLP6 and Google
Scholar7. Additionally, we also consider the works of
literature published especially in all the 3 ISC-HPC In-
ternational Workshops on Monitoring and Operational
Data Analytics (MODA) 8910 up till March 2023, al-
though several of them already overlap with the Google
Scholar results as mentioned in Table 3. In addition to
the scientific literature review process, we also used
snowballing at times (to explore some topics in detail,
wherever deemed necessary) and the supervisor’s guid-
ance to limit the search scope and refine the results,
and enhance the quality of the literature study.

• Planning the Review

– Identification of the need for a review:

5https://github.com/atlarge-research/AIP
6https://dblp.org/
7https://scholar.google.com/
8https://moda20.sciencesconf.org/page/scope
9https://moda21.sciencesconf.org/page/

customizable_page
10https://moda.dmi.unibas.ch/wp-content/uploads/

2023/02/index22.html
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Planning the Review

✓ Identification of the need for a review (Section 1)
✗ Commissioning a review
✓ Specifying the research question(s) (Section 1.1)
✓ Developing a review protocol (Section 2.1)
✗ Evaluating the review protocol

Conducting the Review

✓ Identification of research (Section 2.2)
✓ Selection of primary studies (Section 2.2)
✗ Study quality assessment
✓ Data extraction and monitoring (Section 2.3)
✓ Data synthesis (Section 4 - 8)

Reporting the Review

✗ Specifying dissemination mechanisms
✓ Formatting the main report (Overall)
✗ Evaluating the report

Table 1: Overview of steps implemented (✓) in this paper which comprises the Systematic Literature
Review method by Kitchenham et al. [45]

The technique used to find lit-
erature

List of works of literature found using that technique

Systematic Library search
(AIP, DBLP, Google Scholar)

[66, 63, 41, 68, 16, 72, 12, 98, 62, 65, 75, 14, 13, 48,
42, 50, 90, 89, 46, 3, 19, 34, 59, 103, 25, 97, 15, 17, 86,
82, 88, 87, 24, 60, 110, 64, 102, 39, 53, 54, 56, 55, 57,
38, 80, 111, 43, 5, 31, 32]

Manual Search (MODA
Workshop)

[93, 100, 75, 98, 53, 29, 5]

Snowballing Rest of the references (omitted for better readability
of the report)

Table 2: Categorisation of literature sources used in this study along with the technique of their
identification.

The need for this review arises to know
about the topic being researched, ODA
in this case. The need is to summarise
the main information about the topic thor-
oughly and unbiasedly, to serve as a prelude
to further research.

– Specifying the research question(s):
This is the most crucial activity during the
planning phase. The important point to
note is that the research questions should be
of primary interest to the researchers from
the same field. The right research ques-
tions in the field of software engineering are
those that either result in change in the cur-
rent practice, or strengthen the confidence
in existing practice, and is meaningful to
the researchers as well as the practitioners.
We have presented our research questions in
Section 1.1.

– Developing a review protocol: A review
protocol consists of the methods used to
undertake the systematic review and some

planning information. The key components
of our review protocol are the rationale, re-
search questions, literature search strategy,
study selection criteria and procedure, and
project timetable.

• Conducting the Review

– Identification of research: A systematic
review process aims to find various primary
works of literature related to the research
question, using an unbiased search strategy.
In this case, we used ”HPC” and ”Opera-
tional Data Analytics” search strings in the
beginning, and a sophisticated search string
was constructed using the boolean AND
and those two keywords (i.e., ”operational
data analytics” AND ”monitoring”) in the
final version of literature selection. We used
AIP, DBLP, and Google Scholar as the main
digital libraries for querying the literature
sources, amongst which Google Scholar re-
ferred to ACM Digital Library, IEEExplore
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and Science Direct as the supplement library
to get slightly enriched results.

– Selection of primary studies: After
identifying the potentially relevant primary
studies, we need to follow study selection cri-
teria to reduce the likelihood of bias. Some
of the well-known criteria for inclusion and
exclusion of literature are based on the re-
search questions, language, journal, research
design, and date of publication. In this case,
we have considered the inclusion and exclu-
sion of literature based on how relevant the
works of literature are in answering the re-
search questions related to the ODA frame-
work design and implementation in HPC en-
vironments, and those which are published
in the English language.

– Data extraction and monitoring: The
main objective of this stage is to list details
about the data extraction procedure and
analysis of the retrieved data. The data ex-
traction strategy primarily utilised Python
script-based retrieval of relevant literature,
but secondarily also a manual search tech-
nique while snowballing to find associated
works of literature, wherever required.

– Data synthesis: This stage deals with the
collation and summarisation of the results
of the included primary studies. The sum-
mary of results related to the works of lit-
erature considered in this review process is
presented in Table 3.

• Reporting the Review

– Formatting the main report: This sys-
tematic review has been formatted in a
technical report (categorised as a ”liter-
ature study”) which would eventually be
merged into a journal or a conference pa-
per. We have tried to follow the guidelines
of Kitchenham et al. as much as possible to
ensure that the structure is appropriate for
technical reports.

2.3 Analysis of selected material

We performed the analysis of our selected material us-
ing a four-step process.

• Search queries followed by manual inspection of
the context of the article

• Scanning each selected article to summarise the
details related to the ODA framework

• Extraction of the HPC infrastructure overview
and their ODA framework published in all such
reports

• Manual interpretation of the ODA functionalities
covered in those works of literature for the pur-
pose of selecting the unique ones to be studied

Article Source Selected
relevant
Litera-
ture

Overlap with
Google Scholar
result

Google Scholar 55 -
AIP 5 5
DBLP 8 8
MODA Work-
shops

7 7

Table 3: Overview of articles retrieved using
the Systematic Literature Review method, with
Google Scholar results as the reference point.

as state-of-the-art, which might have accidentally
introduced human bias

As can be seen in Table 3, the reference source of arti-
cle selection is Google Scholar with the highest result
for our search based on the keyword ”operational data
analytics” AND ”monitoring”. In addition to this, we
also explore some detailed information about the archi-
tecture of the large-scale computing infrastructure or
the ODA framework for a given article in its referenced
articles, as part of slight snowballing for providing con-
cise information to the readers.

2.4 Threats to validity

Although we selected our literature selection criteria
from a broad range of methods, we cannot overrule the
source of biases in our selection. First, our selection cri-
teria only include the works of literature published as
part of research in the scientific world or those which
have published their literature in MODA workshops
(like IBM research), which means we have not explored
the publications or works of commercial organisations.
Second, our search criteria are limited to works of lit-
erature published only in English, which might have
resulted in the exclusion of scientific work not known
in the English-speaking scientific community. Third,
we have mainly focused on the ”monitoring” and ”op-
erational data analytics” (ODA) keywords for explor-
ing the scientific works of literature, among which the
latter is known to be defined formally for the said pur-
pose in 2019 (however these keywords have been used
in the past some years ago). Additionally, there are
various works of literature similar to this topic (having
the ODA keyword), which we did not include while an-
swering some of the research questions.
Lastly, we have tried to select ten unique/better
advanced ODA/monitoring frameworks with detailed
analysis and insights (but this potentially involves hu-
man bias, as ’better’ has no defined criteria). We do
justify the reason why we have selected the ten state-
of-the-art frameworks out of several works of literature
published to date, but this could be highly influenced
by the researcher’s state of mind (human bias).
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3 Reference architecture for an
ODA framework

In this section, we answer our first research question by
proposing a reference architecture for an ODA frame-
work after doing an analysis of several existing ODA
frameworks. We need to first understand various lev-
els of a distributed ecosystem before presenting the
requirements of an ODA framework reference archi-
tecture. Sherif et al. proposed a reference architec-
ture for graph processing ecosystems which can be
mapped to various distributed ecosystems [84]. Their
proposed reference architecture consists of 7 distinct
layers namely, infrastructure computing and storage,
operating services, resource managers, back-end ser-
vices (execution engines), front-end services (develop-
ment platforms), DevOps, and Data/Model sharing
and federated processing, as shown in Fig. 4. In this
section, we address research question 1 (RQ1) and pro-
vide a response against the same. Before we propose
our reference architecture, we go through the founda-
tional elements that enable the implementation of an
ODA framework in an HPC environment.

3.1 Foundational elements of ODA

HPC computing is as complex as one could imagine
because of the components’ scale and their hetero-
geneity. So, the possible scope of insights could
be gained from a diverse range of sources from
something as low-level as hardware counters and
source code performance hotspots to as high-level as
application data dependency graphs. In our literature
study, we are concerned with HPC systems running an
almost exclusive variant of the Linux operating system.

As Chad Wood mentions in his literature survey,
there are three foundational elements involved in the
online monitoring for HPC systems: monitoring, anal-
ysis and feedback [110]. The term feedback here im-
plies the interaction with applications and the execu-
tion environments based on the analysis of monitored
information. A critical point to consider is that an
event or a state needs to be observable before it can be
monitored, analysed or utilised online. Subsequently,
the state once made observable would allow the cap-
ture and usage of associated data, which are briefly
described further as extracted from Chad Wood’s dis-
sertation literature [111]. It must be noted that this
idea can be easily extended to other computing en-
vironments like cloud computing, large-scale big data
computing, etc.

Observability

Observability is the critical first step into online mon-
itoring, and the depth and significance of the observa-
tion would vary based on the method and invasiveness
of the techniques used. Observability could be achieved
or enhanced using a variety of techniques as listed be-
low:

• Application source instrumentation: Soft-
ware source code can be instrumented in a way
that it reports its progress from state to state.
This could be done in the form of function calls
(or macros) embedded in-line between the normal
application code. At the same time, the instru-
mentation should have an ”off switch” of some
kind as sometimes it is desirable to disable it (for
example, maybe during code moving from active
development into a production scenario).

• Shared Library, Runtime, or Service In-
strumentation: HPC software consists of multi-
ple libraries that interact based on the core logic
of an application. Making observations within the
code when an application makes API calls to an
external library or service would enable the in-
strumentation within to be executed.

• Sampling and Tracing: Here, sampling means
inspecting the state of an application with the
help of performance counters made available by
the OS, and tracing derives from sampling in the
sense that each action of an application could
be counted as a significant event and measured
though each action might not be of interest (thus,
tracing often has overhead higher in orders of
magnitude). Sampling is by far considered the
most efficient method for gathering observations
to use for monitoring an HPC system. The ba-
sic idea revolves around exploiting binary formats,
memory layout conventions and operating system
APIs to apply instrumentation to a compiled ap-
plication without changing its source code.

• Probing and Inferences from Indirect
Sources: Observations of sources outside of the
scope of applications are often required to form an
intuition about the behaviour of a system and its
components. The idea is to combine information
from multiple external sources allowing for inter-
esting questions to be asked and answered from a
holistic perspective.

Capturing and using Data

Something that has been rendered observable would al-
low the capturing and use of data, which can be char-
acterised by one of the possible aspects listed below.
Our practical interest lies in the type of data that can
be accumulated to discover and react to trends and
patterns through algorithms.

• Representation and meaning: The informa-
tion captured from the observations should not
only include the measurements but also some
standard notion of interpreting them. Any even-
tual application of observations would expect
them to be correct, consistent, and precise. This
could include ”encoding the data and metadata”,
”encoding the expertise (users, developers, etc.)”,
”time, change, identity and consistency (continu-
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Figure 4: Revised version of ”A reference architecture for graph processing ecosystems that can be
mapped to various global distributed ecosystems”. [84]

ous interaction)”, and ”combination and unit se-
mantics (from different domains perspective)”.

• Patterns within HPC: Performance observa-
tions of the application are often connected to var-
ious combinations of the operating system code,
its version and configuration, the version of sys-
tem libraries and vendor drivers, and the version
of linked libraries among others. The permissions
and user priority levels also may have a direct im-
pact on the performance characteristics.

• Exposing or exporting data: The relevant per-
formance metrics need to be exposed to a moni-
toring system, as in-memory logs and filesystem
storage cannot be continuously populated over a
long period of time. Moreover, because of the
simple and limited nature of exposing informa-
tion, we need to retain it which requires export-
ing, or recording and migrating that information
between components of the HPC system. Some
of the primary techniques for exporting informa-
tion are logging, checkpoint, caching, polling and
pulling, broadcast or push, hybrid pull/push, and
publish/subscribe.

• Introspection, Opacity, and Interface Stan-
dardisation: It is a lamentable fact associated
with online monitoring systems that many of
them have opaque interfaces, protocols and data
formats (due to the reason that many of them
are developed keeping in mind specific research
experiments). Oftentimes, the capabilities have
been available but it is now emerging as a trend to
utilise these abilities. A suggested solution could
be to use generic performance annotation hooks
and source-level instrumentation which is dis-
abled by default but could be activated as needed
at runtime. Understanding the application-level
context allows a generic annotation framework to

go beyond simple introspection tasks where there
is a defined division between the communication
and computation phases.

3.2 Popular advanced monitoring
frameworks for distributed envi-
ronments

Chad Wood has also covered some of the most ad-
vanced monitoring frameworks used in a distributed
environment [110]. Some of the past and present heavy
hitters which have paved the way (as a major step
forward) for state-of-the-art online monitoring are de-
tailed below briefly:

SuperMon

SuperMon, a cluster monitoring system engineered to
be high-speed and to minimise overhead, was first re-
leased during the terascale era of HPC in the early
2000s [94]. The design goal was to allow for low-impact
monitoring of high-frequency events, thus enabling the
invisible behaviour of the cluster to be open for ob-
servation. The system operated online and gathered
data from all nodes (also periodically ran the ping com-
mand to test the responsiveness of nodes) and assem-
bled them into a coherent single set of samples that
represented the state of the cluster as a whole.

MonALISA

Monitoring Agents in A Large Integrated Services Ar-
chitecture (MonALISA) project was born around 1998
to help the administrators and users to observe the
grid computing system in aggregate [69]. It utilised
forward-deployed “station servers” positioned at the
major grid system locales that ran a variety of agent-
based services with the capability of deploying, start-
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ing, stopping, discovering and utilising arbitrary moni-
toring agents online. The focus was more towards flex-
ibility and self-organising capabilities instead of max-
imising the throughput of monitoring data or concern-
ing overhead or performance perturbation. Agents
used to report whatever information they could pro-
vide, and also report the changes in their availability.
The monitoring clients used to subscribe to the infor-
mation streams from those agents, which propagated
through the system enabling those clients to receive
streams of information from all the available agents.
This project also included a client that projected the
monitoring data (of a variety of topics like system avail-
ability, load balance, data link saturations, etc.) into
a dashboard-style visualisation. It has the capability
to optimise grid-based workflows based on the types of
agents deployed and the sensitivity of an application.
It interfaced with a variety of other monitoring tools
like MRTG and Ganglia (which are discussed later).
These have been some of the noteworthy achievements
of the MonALISA team.

Ganglia

Ganglia is a popular distributed monitoring solution
targeting both cluster and grid computing environ-
ments [83, 51]. Its implementation uses XML encoding
of the data and RRDTool for data storage and anal-
ysis/visualisation. Its functionality revolves around a
monitoring daemon which uses TCP/IP multicast lis-
ten/announce protocols to monitor activity within a
cluster, thus helping to gather a set of built-in metrics
as well as allowing plugins to capture arbitrary user-
defined metrics. Ganglia was reported to be in use at
over 500 compute clusters worldwide by 2004.

Nagios

Nagios is an online monitoring tool having a strong
emphasis on network devices and their service status
[44, 58]. It has an in situ server that runs in the back-
ground local to the nodes of a cluster, and its service
periodically probes the state of the machine and ser-
vices. It has gained hundreds of plugins over the years,
and also has been used as the core component of several
different commercial monitoring solutions.

MRTG

The Multi Router Traffic Grapher (MRTG) is a tool of
the past that was designed to monitor the inbound and
outbound traffic on an internet gateway router [70].
This Perl script used to read the octet counters of the
router every 5 minutes, and generated a graph which
was represented in a web page on the same server where
the script ran. MRTG embraced the idea that the less
recent the monitoring data the less important it is, by
allowing for a ”lossy data storage”.

TACC Stats

TACC Stats has a long history in HPC data monitor-
ing since Texas Advanced Computing Center (TACC)
introduced it in 2013 [30]. The nice part is that it is en-
abled and functioning by default (always-on) without
any intervention from the users, developers and admin-
istrators of HPC clusters. It accumulates performance
and utilisation metrics for all jobs running on the clus-
ter, by utilising sources ranging from the filesystem to
the messaging services to the job scheduler, and to op-
erating system performance introspection APIs. It has
been designed in a modular way and can be extended
to incorporate additional data metrics based on the re-
quirement and data availability.

LDMS

Lightweight Distributed Metric Service (LDMS) is a
widely deployed online monitoring framework regarded
as one of the most important for current petascale
and future exascale HPC clusters [1, 2]. The idea be-
hind the design of LDMS was to bridge the gap be-
tween coarse-grained system event monitoring and fine-
grained application profiling tools. LDMS is highly
configurable and full of samplers (used to sample data
periodically), aggregators (which pull data from sam-
plers or other aggregators), and storage components
(that can write to a variety of formats), and is essen-
tially a distributed data collection, transport and stor-
age tool. It does only a few things but is considered to
do them in a highly effective manner.

FogMon

FogMon is a lightweight self-organising distributed
monitoring framework for Fog infrastructures [33]. The
crux of fog computing is a common orchestration layer
that delivers a MAPE (Monitoring, Analysis, Plan-
ning, and Execution) loop that supports the dynamic
life-cycle management of multi-service data-aware Fog
applications. FogMon aims to support this orchestra-
tion layer, strongly emphasising the monitoring com-
ponent.

Additional advanced monitoring solutions
of note

Some of the popular dedicated monitoring solutions
which may be of interest to the reader (for further ex-
ploration) are listed below:

• Prometheus + Kubernetes: Prometheus is an
open-source monitoring framework that provides
out-of-the-box monitoring capabilities for the Ku-
bernetes container orchestration platform [95, 96,
36]. It is becoming a popular monitoring tool to
be used for Docker and Kubernetes monitoring,
as both Prometheus and Kubernetes are Cloud
Native Computing Foundation (CNCF) projects.
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Figure 5: Four pillars of energy efficient HPC. [107, 63]

More information can be found here11

• Telegraf + InfluxDB: Telegraf is an open-
source plugin-driven server-based agent for col-
lecting and reporting all metrics and events from
databases, systems, and IoT sensors [20, 81, 61].
It has output plugins which could send data
to a variety of other datastores, services, and
message queues, including InfluxDB, Graphite,
OpenTSDB, Datadog, Librato, Kafka, MQTT,
NSQ, and many others. More information can
be found here12

• Zabbix: Zabbix is an open-source software tool
for network monitoring and application monitor-
ing of millions of metrics [105, 91]. More informa-
tion can be found here13

3.3 Existing ODA framework for a dis-
tributed ecosystem

Netti et al. has presented a conceptual framework for
HPC operational data analytics in their literature [63].
First, we review the four pillars of an energy-efficient
HPC shown in Fig. 5, which is crucial to understand
how the community views the domains of a data centre:

• Building Infrastructure: comprises of the fa-
cility and infrastructure needed to run the HPC
systems and support the data centre’s overall op-
eration

• System Hardware: hardware components con-
stituting the HPC system (e.g., motherboards,
firmwares, CPUs, GPUs, memory, network equip-
ment)

• System Software: software stack at the sys-
tem level which is used by the users and their

11Prometheus - https://prometheus.io/docs/

introduction/overview/
12Telegraf - https://www.influxdata.com/

time-series-platform/telegraf/
13Zabbix - https://www.zabbix.com/features

Figure 6: The four types of data analytics. [35]

applications (e.g., system management software,
the resource management and scheduler, compute
nodes’ operating system, other tools and libraries)

• Applications: individual workloads as well as
the workload mix executed on a system, and can
be considered as a unit of work for an HPC sys-
tem.

The authors in their original paper have presented
the idea of types of data analytics, before integrating
the pillars and the former (represented in Fig. 6). The
defined types of data analytics (in the context of HPC
and operational data analytics) are briefly defined be-
low:

• Descriptive: the first degree of examination of
data that centres around answering the question
”what happened?”. This is the simplest and the
most basic of all, and does not require complex
knowledge extraction.

• Diagnostic: the root-cause analysis examining
the phenomenon that ”why did something hap-
pen?”. This analytics aims to provide systematic
automation of such diagnoses.
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Figure 7: A series of examples categorised under the generic ODA framework proposed by Netti et al.
[63]

• Predictive: aims to forecast a system’s state in
the near future by utilising machine learning mod-
els or other heuristic techniques.

• Prescriptive: aims to answer the question ”what
is the best way to manage my resources” by sug-
gesting the best course of action towards a partic-
ular efficiency goal

While descriptive and diagnostic analytics aim for a
better understanding of the past (hindsight), predic-
tive and prescriptive analytics aim for future insights
(foresight). A series of examples categorised under the
generic ODA framework proposed by Netti et al. is
shown in Fig. 7.

3.4 Reference architecture for an ODA
framework

As mentioned earlier, ODA is needed at all levels of
a distributed ecosystem, which relies directly on the
monitoring of various data sources at different time
scales. We consider two types of data sources, as iden-
tified by the Wintermute team in their ODA framework
[66]:

• In-band: data that is sampled and consumed
within a specific component at any layer of the
distributed ecosystem. The underlying techniques
operate at a fine temporal scale and require low
analysis overhead and latency while collecting
data.

• Out-of-band: data coming from any of the avail-
able sources in the system, including historical or
asynchronous data. The underlying operation has
to be performed at a coarse scale (in the order of

minutes or higher) and must be synchronised ex-
plicitly, but latency and overhead are less of a
concern in this scenario.

Additionally, we also categorise ODA techniques into
two modes of operation as listed below, originally
grouped by the Wintermute team [66]:

• Online: a continuous operation resulting in
output resembling a time series, which can be
(re)used at various levels as a feedback loop.

• On-demand: operation triggered at specifically
scheduled times to steer decisions managing the
information about the system’s status.

Based on these studies and carefully analysing the
state-of-the-art frameworks mentioned in the literature
in Section 4, we must first do a careful analysis of the
requirements. In this subsection, we list the set of
functional and non-functional requirements which have
been adapted from the ODA framework presented by
Netti et al. [66].

Functional Requirements

In light of the requirements specification, we extract
a series of functional and operational requirements
that must be considered before creating a reference
architecture of the ODA framework:

• Holism: an ODA framework must provide a
holistic view of a distributed ecosystem, by expos-
ing distinct layers of the ecosystem and generating
an in-band model or an out-of-band model from
analysis depending on the latency and overhead
requirements.
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• Abstraction: an ODA could be impractical
for manual configuration in cases when a large
amount of independent analytical models are re-
quired. Thus, abstraction constructs are neces-
sary for simplification and automating the config-
uration of ODA models.

• Modularity: an ODA framework must be mod-
ular enough to support and integrate with a wide
range of external interfaces over a set of common
protocols.

• Flexibility: an ODA framework should support
both online and on-demand operations to address
the necessities of different techniques demanded
by the various components of a computing ecosys-
tem.

Non-functional Requirements

Below we list the considered non-functional require-
ments which strengthen the basis of the ODA frame-
work:

• Scalability: an ODA framework should be scal-
able up to thousands of inputs, allowing it to be
configured for operating at very fine time scales.

• Portability: an ODA framework should be based
on the concepts that can be ported into another
domain of computing, or even other fields for
studying operational efficiency.

Actors involved in ODA

As large-scale computing infrastructures are quite
large, it involves various actors in managing the op-
erations of the data centre. It would be impractical to
figure and list out the diverse roles, thus, we restrict
to the key actors presented by Borghesi et al. in their
ExaMon-X literature [14], and reuse them here (listed
below for clarity):

• System administrators: actors who are respon-
sible for the correct functioning of the data centre
(who manage the job scheduling policies to fixing
broken components, etc.).

• Facility managers: actors who are concerned
with system-wide issues (e.g., energy consump-
tion, mortgage costs, and thermal/cooling prob-
lems).

• System accountants: actors who manage and
keep track of different accounts and projects,
manage the access of users, and provide reports
and statistics about machine usage.

• System users: actors consisting of industrial and
academic partners who submit jobs to the system,
and are mainly interested in fast completion time
and fair pricing.

It must be noted that each type of actor would specifi-
cally be responsible for managing specific layers of the
computing infrastructure, but they could also jointly

work on some of the ODA functionalities for making
the operations more efficient (by sharing respective ex-
periences from different levels). There could be several
actors introduced for managing the ODA functional-
ities, but we do not want to dive deeper but rather
keep it more generic (as roles vary from organisation
to organisation).

Proposed Reference Architecture

Below, we present in Fig. 8 a reference architecture
for an ODA framework which is mapped to ecosystems
of distributed computing. The components in the
proposed reference architecture of the ODA frame-
work are complementary to the role handled by the
respective layers. It must also be noted that although
almost all of the functionalities can be automated
and optimised, there might be some scenarios where
manual intervention would be required (e.g., verifica-
tion, validation, etc.), which we do not discuss here.
It might vary on case to case basis, and the same is
open for interpretation by the researchers who work
in this field. The conceptual idea behind the reference
architecture is already discussed in the previous
subsections, and we have tried to reuse the reference
architecture of the distributed ecosystem as much as
possible while designing the reference framework of
ODA for a large-scale computing ecosystem.
The relevant components of the ODA framework
outlined in the reference architecture are further
defined below. Please note that various components at
different layers in the proposed reference architecture
overlap to some extent for contributing to power
usage optimisation, energy efficiency, or performance.
We have tried to segregate their functionality as
distinct, wherever we see the idea is broad enough
to be explored in detail, or if it is complemented by
other components from other layers of the computing
ecosystem. An additional point to consider is that
the target users responsible for managing those com-
ponents must focus on selective functionalities, giving
freedom for management, research and exploration in
detail (they could either be distributed in different
teams as described above as key actors or might be
from the same team but with slightly different roles).
We think that this would enable high productivity,
with ease of management and focussed research in the
operations, and also refer to the works of literature re-
sulting in the identification of these key functionalities.

The input actions on each of the ODA compo-
nents first involve the understanding of various
metrics available for observation, which can be
modelled using ontology mapping of the data
collected from operational data sources. The data
from the data sources may not be used directly as
such, and usually some sort of data cleaning and
filtering is required which might be distinct for
distinct ODA functionalities as per the customary
requirement. Once the data is available after cleaning,
data characterisation is needed for summarising
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Figure 8: Proposed reference architecture for the ODA framework, that is also mapped to the distinct
layers of a distributed ecosystem.

the general characteristics, after which the designated
modelling and/or learning techniques is applied
with a defined objective resulting in an outcome.
Each of the ODA functionalities discussed below
keeps undergoing reassessment and redeployment
(usually at periodic intervals but also dynamically as
and when needed) which is fed back via the feedback
control loop, for continual optimisation of the data
centre operations (as shown in Fig. 8):

• Infrastructure Management: Being opera-
tional at the lowermost building block (at the
facility level), this ODA functionality relies on
the online data source collected from various sen-
sors from the facility and provides an out-of-
band mode of service for managing the infrastruc-
ture. This component has been borrowed from
the taxonomy of the ODA framework identified
in the DCDB Wintermute framework literature
authored by Netti et al [66].

• Runtime Tuning: An ODA framework can be
used to predict the behaviour of various compo-
nents of the compute and storage hardware, and
perform the dynamic tuning using system knobs.
It relies on real-time data and information about
specific components supplied from various layers,
which is then sent to the compute nodes for dy-
namic adjustment of the values of those compo-
nents. This component has also been borrowed
from the taxonomy of the ODA framework iden-

tified in the DCDB Wintermute framework liter-
ature authored by Netti et al.

• Hardware-managed security: This is a criti-
cal security-related functionality which is a part of
both compute hardware and operating service lay-
ers, and is responsible for assisting in the security
of the underlying computing hardware with the
help of on-demand data getting tracked at peri-
odic intervals, thereby ensuring that the hardware
is not tampered with. This idea is slightly novel
due to the fact that there is not much security-
related context made available in the state-of-
the-art ODA frameworks (except LBNL’s newer
OMNI architecture deployment which discusses
some traits about the security considerations han-
dled within the ODA framework). The need for
hardware-managed security is governed by the re-
quirements cited in certain works of literature like
[7, 52].

• Fault Detection: This ODA component is re-
sponsible for detecting and predicting anoma-
lous states in hardware and software components,
thereby helping in improving the resiliency of the
system as a whole by helping prevent catastrophic
events. This monitors data from underneath as
well as top layers on a real-time basis and helps
detect and predict faults in both hardware and
software components (continuously as well as pe-
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riodically reviewing throughout the sections), pre-
venting in turn unmasked failures. This compo-
nent has also been borrowed from the taxonomy of
the ODA framework identified in the DCDB Win-
termute framework literature authored by Netti et
al.

• Scalability Tuning: It is crucial for the operat-
ing services to closely monitor the scalability of
the compute and storage resources (physical or
virtual) as per the requirement of the jobs. Thus,
the ODA framework must use real-time (online)
data from the cluster manager and related com-
puting layers. There are several works of litera-
ture which have highlighted similar concerns for
targeting energy conservation ([40, 37]).

• Allocation & Scheduling: As crucial as some-
thing could be, this is the backbone operation
of the resource manager and is responsible for
the optimal placement of jobs or allocation of re-
sources. This needs real-time data about jobs
and resources and supplies additional information
to the scheduler for achieving the ODA goals,
and operates in both in-band and out-of-band
modes. This component has been borrowed from
the taxonomy of the ODA framework identified in
the DCDB Wintermute framework literature au-
thored by Netti et al.

• Application Fingerprinting: The idea involves
predicting the behaviour of user jobs and corre-
lating this with the data from the past to char-
acterise features such as power consumption and
memory utilisation, helping to optimise manage-
ment decisions. This relies on data sources from
online sources as well as from the past and op-
erates in both in-band and out-of-band modes.
This component has also been borrowed from the
taxonomy of the ODA framework identified in
the DCDB Wintermute framework literature au-
thored by Netti et al.

• Workload Modelling: An ODA framework uses
heuristic or learning techniques to predict the
properties (duration, submission pattern, etc.) of
jobs submitted by users and helps in improving
the effectiveness of scheduling policies. This relies
on data sources from the past and operates in out-
of-band mode to help reduce queuing times. This
component has been derived from the ”prediction
of job features” functionality and borrowed from
the taxonomy of the ODA framework identified in
the DCDB Wintermute framework literature au-
thored by Netti et al.

• Interoperability: The ODA framework should
be able to manage and fine-tune the interoperabil-
ity requirements with various layers, processing
both real-time (online) and historical data while
operating in either in-band or out-of-band modes.
Some of the basic prospects falling under this cat-
egory which have been studied are the deploy-

ment of federated learning in cloud-edge collabo-
rative architecture [9], a collaborative edge-cloud
AI framework by Huawei Cloud [8], etc.

• Error Handling: This is another crucial func-
tionality which is responsible for monitoring the
error events (online) originating from the back-
end engine or as reported by other upstream lay-
ers, and acting upon them on a real-time basis to
provide a reliable service. Some of the influencing
works of literature guiding the inclusion of this
component are [76, 109], etc.

• Software-based Security: Similar to hardware-
managed security, software-based security is
spread across both the front-end platform and
back-end engine and ensures security by monitor-
ing and acting upon the security events collected
online from multiple layers as part of near real-
time operation handling. The need arises because
of security concerns in a large-scale infrastructure
like cloud computing as studied in [92].

• Productivity Enhancement: The idea at the
front-end layer is to enrich the user experience re-
sulting in productivity enhancement. The com-
ponent could optionally involve seeking custom
input from the user or the data source could be
the relevant front-end application logs analysed
at regular periodic intervals, and desirable action
could result in contributing to a rich user expe-
rience. Some of the associated works of litera-
ture studying the enrichment of user experience
are [101, 79], which highlight the significance of
improvement in user experience leading to perfor-
mance optimisation.

• Profiling: The ODA framework should be able
to profile the code or the binary used in the front-
end platform or the back-end service in an out-
of-band fashion, and suggest a suitable action or
perform automatic remediation for improving the
performance. The potential of application profil-
ing techniques has already been studied in vari-
ous works of literature for understanding the ap-
plication behaviour, and some of them dedicat-
edly cater to cloud computing like [26, 85] besides
other forms of computing.

• Monitoring & Alerting: The majority of the
ODA framework functionality revolves around
this core functionality of the DevOps layer, as ev-
ident from the state-of-the-art ODA frameworks
like [16, 66, 11]. Monitoring and alerting func-
tionality relies on data from almost all other com-
puting layers for acting on them, and includes
the visualisation of the various operational data
and/or analysis results to the different segment
of users discussed previously. This functionality
stands out as one of the most important ODA
applications using data from both online sources
and on-demand from distinct sources, and oper-
ating in both in-band and out-of-band modes.
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• Energy Modelling: This is an outcome of var-
ious ODA functionalities discussed before. The
idea involves modelling the energy of a system by
employing data analysis for investigating differ-
ent scenarios or assumptions. This functionality
is attributed to various studies based on the re-
quirement of a reduction in power consumption
and carbon emissions of a data centre infrastruc-
ture like [78, 6].

• Pipeline Optimisation: The pipelines in the
DevOps layer can be optimised by cleaning up the
stale data, information or logs, and applying data
transformations on the speed of ingress/egress, or
on the data formats for compression and type-
conversion (as studied in [74, 47]). The automatic
builds defined as part of DevOps practices can
be monitored and acted on efficiently to ensure
their acceleration and faster delivery of results,
utilising the underlying infrastructure optimally.
These must be monitored continuously (on indi-
vidual components) and at periodic intervals (to
have a holistic overview) and should be configured
to use real-time data or offline data at the DevOps
layer.

• Reusability: Some of the data collected at vari-
ous data sources or the developed models might be
reusable in nature (for operational analysis), and
it could help in avoiding reinventing the wheel at
times. This intelligence could be available to an
ODA framework so that it can predict, identify
and reuse the data or the models as and when re-
quired. This functionality is quite intuitive as we
can see the out-of-mode ODA operation reusing
the data from the archival source for re-analysis.

• Experimentation: The data sources or the
models should allow experimentation for enrich-
ing the learning of the entire ODA ecosystem,
which can be done at periodic intervals by col-
lecting data from various layers. Some of the sim-
ilar aspects related to this are testing, measur-
ing and benchmarking. This component has been
included being part of various studies related to
the experimental and numerical analysis of vari-
ous metrics for forecasting or optimisation in op-
erations (air metrics in [71], weather events in [21],
etc.).

• Data Governance & Security: This layer is
pertinent to identifying the data, characterising it,
ensuring that they are of high quality, and improv-
ing its value (with archival and cleanup policies
as desired). It can help organisations to respond
to threats without a significant delay. This ac-
tivity can be conducted periodically on-demand,
and should also include the data collected from
relevant layers. This topic has been researched
predominantly in the past like by Boris Otto et
al. in [73], a dedicated literature review of data
governance in [4], etc.

Proposed ODA Framework

The proposed ODA framework is aligned with
the various layers of the distributed computing
ecosystem, which makes it an enhanced frame-
work richer than the existing ODA framework.
It must also be noted that all four types of
data analytics (descriptive, diagnostic, predic-
tive and prescriptive) can be operated within
various ODA components at all layers except
the data and model layer (Layer 7) of the pro-
posed ODA framework reference architecture,
which is more of a logical layer involving pro-
visioning of the data or the underlying models
itself.

As can be inferred from the above descriptions, our pro-
posed reference ODA framework is holistic in nature
covering all identified layers of a computing ecosystem.
The lower-level details are abstracted at various lay-
ers and could be extended during the modelling phase.
The proposed reference architecture is modular to be
used at all possible layers of the distributed ecosystem
and can be used with a mix of components, strengthen-
ing the interoperability of the framework. At the same
time, it is flexible enough and can be adjusted to in-
clude analytics of other components introduced newly
in the system. This ODA framework has been designed
to cover all relevant forms of analytics discussed ear-
lier, and the scalability aspects for any component can
be considered during the time of its implementation,
to optimise the respective operational goals. Also, we
have tried to reuse the concepts from the massivising
distributed processing ecosystem literature and energy-
efficient pillars of HPC and have tried to build the ref-
erence architecture covering them all. We expect that
this idea can be utilised in other domains of computing
or even other fields to optimise operational efficiency.

4 State-of-the-art ODA-enabled
monitoring frameworks

Through this section, we answer the second research
question (RQ2) by exploring the state-of-the-art ODA
frameworks which have been published in the scientific
literature. It must be noted that we found several
works of literature which implemented advanced
monitoring techniques, but there was either limited
information available about the ODA-like capabilities
of those frameworks or other frameworks discussed
later in this section had unique reasons to be studied
under the state-of-the-art framework, and thus, they
have not been included here.
OMNI from NESRC, LBNL, Wintermute/DCDB
from LRZ, and ExaMon/ExaMon-X from CINECA
are the three most advanced ODA frameworks in our
view (amongst the literature scoped as part of the
systematic literature process) which we have studied
in this literature. Fugaku systems at RIKEN is one
of the powerful HPC systems with extensive research
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on it, and thus have been included here. AutoDiagn
framework is unique in itself because this was the
only framework targeting big data infrastructure, and
evaluated in a cloud environment. Theta HPC system
from ANL has been included in this study due to its
in-depth analysis of the multi-fidelity HPC system
using an end-to-end error log analysis. Summit HPC
system is a 200PF pre-exascale system whose power
consumption was analysed at various levels, and the
authors claimed their study to be the first of its kind
at that scale, which is why we included it in our
study. The AI-driven EAS work published by the
IBM research team is the only work publicly published
by one of the IT industry leaders. Kaleidoscope is a
near-realt-ime failure detection and diagnosis frame-
work which has been deployed on Blue Waters HPC,
which was once considered the largest university-based
HPC infrastructure. Apollo is a unique monitoring
framework as it monitors the storage subsystem
within a distributed computing environment. All of
these ten advanced ODA frameworks or monitoring
systems/services have been discussed in detail in
this section, and thus all references can be found
accordingly in their dedicated subsections.

Jakobsche et al. presented an Execution Finger-
print Dictionary (EFD) responsible for storing
execution fingerprints of system metrics (keys) linked
to the application and input size information (values),
to help recognise the application, but it is not exten-
sive enough to be studied independently as an ODA
framework [42]. Versluis et al. proposed a holistic
analysis on one of the rare public datasets with
an independent and detailed analysis using custom
scripts, but not part of any ODA component, thus
it was deemed not suitable to be considered as an
ODA framework [103, 102]. A literature that aims
towards the systematic assessment of node failures in
production HPC systems reports that the environ-
mental influences are not strongly correlated to the
same, and hence it is not considered for deep diving
further due to very limited ODA-functionality-related
discussion [22]. LIMITLESS is a lightweight, highly
scalable monitoring tool designed to monitor perfor-
mance metrics from the cluster hosted in large-scale
computing infrastructures, but does not talk about
the various ODA capabilities [19]. An author who
worked on miniHPC, an HPC system maintained by
the University of Basel’s research group for research
purposes, provided detailed steps for monitoring the
cluster with the help of Prometheus and Grafana; how-
ever, that literature does not have much information
related to the ODA capabilities enabled in the cluster
[46]. Another author has reflected in detail in their
dissertation ranging from the instrumentation to the
analysis of energy measurements of HPC systems, but
again lacks details about the ODA capabilities [38].
One of the thesis works conducted on RWTH Aachen
University’s HPC cluster ”Cluster Aix-la-Chapelle”
(CLAIX) in the area of performance monitoring only
talks about different approaches to generating job data

and evaluating job similarity, but it lacks information
about other ODA capabilities in their literature [32].
In another literature, the authors present a case study
related to the efficient use of energy in the Supercom-
puting Centre of Castile and Leon (SCAYLE), Spain,
but that is more focussed on the design of the facility
and lacks ODA-capabilities specifics [31]. A team
who studied the 10 PFlops leadership-class IBM Blue
Gene/Q Mira supercomputer, located at the Argonne
Leadership Computing Facility (ALCF) in Chicago
(Illinois, USA), highlighted various interesting results
in the context of the variability of cooling parameters
and the failure rate of the cooling infrastructure,
but the discussion was limited only to the cooling
facility level [82]. Another interesting paper presented
a novel multi-source, data-driven building energy
management (BEM) toolkit mainly targeted to assist
building operators address operational deficiencies
such as energy use anomalies and inappropriate
schedules [50]. Teams from LRZ (Leibniz Super-
computing Centre) and the University of Bologna
introduced a fault-injection tool ’FINJ’ (that enables
the automation of complex experiments and helps
to reproduce anomalous behaviours in a simple and
deterministic way) to inject faults into an in-house
experimental HPC system ’Antarex’ using a machine
learning approach for online fault classification [64],
but the tool itself is not comprehensive enough to
be studied as part of an ODA framework. A team
explored the role of workflows from the perspective of
marshalling and control of urgent workloads, and at
the individual HPC machine level studied the benefits
of flexibility enabled due to their interoperation [17],
but that study is not significant enough to be studied
as an ODA framework. The Research Computing
Center of Lomonosov Moscow State University (RC-
CMSU) have developed TASC (Tuning Applications
for SuperComputers) software which provides detailed
information about different aspects of supercomputer
behaviour using ODA techniques, but the capability
discussed in their literature is limited to workload
analysis on the Lomonosov-2 supercomputer [90].

Schwaller et al. designed an architecture that
enables flexible, run-time analysis and presentation
capabilities for HPC monitoring data in the Sandia
National Laboratories (SNL) production system
environment [87], and Aksar et al. later proposed an
end-to-end machine learning framework ’E2EWatch’
on top of it that diagnoses performance anomalies
(job and node-level anomaly diagnosis) [3], which is
an ODA-enabled system but not included here due to
the limited discussion of the framework. Chad Wood
proposed SOSflow and Artemis (ML) frameworks for
scalable observation, analysis, and tuning for parallel
portability of applications in an HPC environment in
their PhD dissertation which might also be interesting,
but not included here because several established
frameworks for HPC systems were prioritised in this
study [111]. LASSi framework developed by the
ARCHER Centre of Excellence (UK National Super-
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computing service) discusses application slowdown
and IO usage on the shared Lustre filesystem, and
possesses ODA framework capabilities [93]. The
National Renewable Energy Laboratory (NREL) team
has explored physics-aware approaches for data centre
facility monitoring like the development of a novel
flexible system that identifies and visualises individual
metric anomalies and component performance, and
introducing a physics-informed drift and anomaly
detection models to detect scale build-up in heat-
exchangers, which clearly demonstrates another ODA
framework with unique capabilities [29]. There is only
as much we could explore in a literature study, and
thus we have limited ourselves to discussing only ten
ODA-enabled monitoring frameworks (which either
have comparatively succinct details or which are quite
unique in comparison to others, as already discussed
at the beginning of this section). Interested readers
might want to explore these advanced monitoring
frameworks as well.
The subsections below are titled in the conven-
tion of < ODA/monitoringframeworkname >,<
Computingsystem >,< Organisation, Country >.
Some of the computing infrastructures have not
distinctly named their ODA framework and/or
the monitoring framework, and thus, they are
represented by the system level or the research
organisation/laboratory in this section.

4.1 Operations Monitoring and No-
tification Infrastructure (OMNI),
National Energy Research Scien-
tific Computing Center (NERSC),
Lawrence Berkeley National Labo-
ratory (LBNL) or, Berkeley Lab,
USA

NERSC utilises multiple monitoring systems for their
operational monitoring, amongst which OMNI and
SkySpark14 are the most prominent ones [16]. They
have documented an effective use of operational data
instrumentation, analysis, integration, and archiving,
that aims towards effective design, commissioning, and
optimisation of power usage effectiveness (PUE) in
their HPC facility environments [12]. It is worth men-
tioning that 16 of the NERSC systems appear on the
TOP-500 list of fastest computing systems in the world
[12, 13]. Their mission is to provide HPC and compute
resources to science users guaranteeing high availabil-
ity along with high utilisation of the systems to bolster
the scientific research for the Office of Science in the
U.S. Department of Energy (DOE).

Facility & HPC System Overview

The main HPC systems used at the NERSC data centre
(located at Shyh Wang Hall since December 2015) are

14SkySpark, SkyFoundry https://skyfoundry.com/

product

the hybrid liquid and air-cooled Cori (equipped with
2,388 Intel Xeon Phi ”Knight’s Landing” (KNL) nodes
of 68 cores each, and a large all-flash burst buffer) and
Edison Cray (heaving 134,064 compute cores with a
peak performance of 2.57 petaflops per second, 357
TBs of memory, and 7.56 PBs of disk) XC Series su-
percomputers, multiple air-cooled HPC clusters, and a
high-performance storage system (HPSS) [12]. Each of
the Cray XC compute cabinets has ”backdoor style”
cooling coils to extract waste heat to the facility cool-
ing water (CW) loop. The CW loop is connected to
the closed loop side of liquid-to-liquid heat exchang-
ers, which further connects to an open loop tower water
(TW) pumping system used to reject heat to the out-
side air with the help of cooling towers. The cooling of
entire computer room air and air-cooled systems is per-
formed by air handling units that use air-side economis-
ers, direct evaporative coolers, and cooling water (CW)
cooling coils. The data centre building has an available
power capacity of 12.5 MW, with the maximum possi-
ble power capacity with upgrades being 42 MW. The
newer version Perlmutter HPC system has the archi-
tecture shown in Fig. 10.

Monitoring and Optimisation tools

The architecture of OMNI is shown in Fig. 9. OMNI is
a multifaceted platform of applications that combines
a large amount of HPC and IT systems data with com-
prehensive cooling and facility systems performance
data. The NERSC OMNI system merges the Build-
ing Management System (BMS) data (covering an ar-
ray of rack-level IT sensors) with Cray syslog data, re-
sulting in a real-time, searchable, and easily visualised
ODA system. The resulting Elasticsearch dataset then
(at the time of publishing of corresponding literature)
archived 25k data points/sec within the general HPSS
storage system, which was further planned to expand
to 100k data points/sec in late 2019. The graphical
visualisation of the real-time data is managed by the
Elasticsearch Grafana and Kibana web browser-based
user interfaces, whereas various other analysis and vi-
sualisation needs are completed using more specific
open-source software tools as needed. On the other
hand, SkySpark interfaces with building systems (e.g.,
via BACnet) to collect and analyse available building
data. The SkySpark platform gathers data through
a live connection to the NERSC BMS, the Elastic-
search database, and an ION power meter database.
The NERSC Energy Efficiency (EE) team have built
their custom views for performance metrics which are
automatically updated with the live OMNI data link.

OMNI design and implementation

OMNI is an integrated operational data collection and
analytics infrastructure. The OMNI data collection ar-
chitecture is shown in Fig. 9 along with its diverse data
sources. The core system requirements identified for
creating OMNI system are scalability (managing the
volume of systems and sensor data to provide near-real-
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Figure 9: OMNI Integrated Operational Data Collection and Analytics Architecture. (Source: [12])

Figure 10: Monitoring data pipeline for the Perl-
mutter HPC system to OMNI (Source: [13])

time insights), high availability (data collection infras-
tructure must be always available, even in the presence
of some issues at the data centre), maintainability (to
apply patches, upgrades, warm hardware swaps, etc.
to parts of the system without affecting the flow of
data), usability (fast and easy access to the collected
data for analytics, visualisation, and monitoring pur-
poses by different actors), and lifetime data retention
policy (collecting and saving the data forever theoret-
ically, for statistical modelling and failure prediction
from historical data). Accordingly, the OMNI cluster
has been made independent of any other system in the
facility, which becomes available as soon as the power
is turned on (and the last one to be taken down be-
fore powering off). OMNI has been implemented with
the help of various open-source software, on-premise
hardware, and virtualisation technologies, and keeps
collecting data as long as there is power to the fa-
cility. Virtualisation is implemented using oVirt and
Rancher, and data ingestion and storage are managed
by Elastic stack in near-real-time. The key compo-
nent in the elastic stack is Elasticsearch (a distributed

JSON-based RESTful search engine) that facilitates
real-time ingestion and search within massive amounts
of data. The Logstash component manages the server-
side data processing pipeline, and forwards them to
Elasticsearch for ingestion. The Kibana interface pro-
vides a web interface for data discovery, analysis, and
visualisation of Elasticsearch data in addition to the
monitoring information and management controls for
the Elastic stack.
Data is collected from various systems (Systems Envi-
ronment Data Collections (SEDC) data, job informa-
tion from Slurm scheduler, Lustre parallel file system
data, information from the Aries high-speed network,
etc.) and sensors (ranging from building management
systems like BACnet, Modbus, and various other fa-
cility sensors, to power distribution units (PDUs), Un-
interruptible Power Supplies (UPSs) etc.) into Elastic
search with the help of RabbitMQ cluster (a popular
messaging broker supporting multiple messaging pro-
tocols and queuing), which sends it further to Logstash.
Logstash acts as the local aggregation point by reduc-
ing the number of network connections managed by the
central logging clusters, and forwards a single connec-
tion to the central logger in an encrypted manner (and
could also convert collected UDP packets to TCP to
ensure reliability of data). Elasticsearch indexes the
data for near-real-time retrieval and querying, which
could be either queries using its native RESTful APIs
or by visualisation and data discovery tools such as
Kibana and Grafana.
OMNI at the Edge[13]: The newly upgraded OMNI
system is built on a lightweight Kubernetes distri-
bution ’k3s’. It consists of multiple k3s clusters,
where each of those is self-contained with master and
worker nodes and its own control plane. The moni-
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toring architecture consists of various components like
a VictoriaMetrics operator (vm-operator), kube-event,
kube-statemetrics, Loki/Promtail, Prometheus node
exporter, a Prometheus IPMI exporter for nodes with
IPMI, and a Prometheus smartctl exporter for nodes
with SATA/NVME drives. In addition to these com-
ponents, OMNI also uses kubernetes-mixin, a couple of
Grafana dashboards, and Prometheus alerts for kuber-
netes to monitor the cluster visually. The vm-operator
manages a VictoriaMetrics agent (vmagent) instance
on each of the k3s clusters, which is responsible for ef-
ficiently scraping metrics (of various sources including
Cray HPC System Environmental Data metrics, facil-
ities information about building power, temperatures,
and BACnet data – BAC: Building Automation and
Control, data from the lightweight distributed manage-
ment system (LDMS), and snmp data from nodes on
Cori) from Prometheus-compatible exporters in Victo-
riaMetrics. It also supports buffered collection of met-
rics at the source in case the VictoriaMetrics backend
is not reachable, and shipping them once the back-
end is made available again. The overall monitoring
pipeline design with OMNI for the Perlmutter HPC
system based on the edge computing services is shown
in Fig. 10. Further details about the new version of
the OMNI system can be referenced from the associ-
ated literature [13].

Additional information

The data collected from OMNI helps the NERSC team
provide a holistic view of the HPC data centre along
with the environmental information which together
present the overall status of the data centre. NERSC
engineers have been able to gain several insights from
OMNI’s analysis, with notable ones like the identifica-
tion of incorrect voltage issues which happened after
data centre relocation, and facility power planning for
the next-generation Perlmutter HPC system. OMNI’s
analysis has highlighted a key point about the largest
influence of the outside air wet bulb on the overall
power usage effectiveness (PUE) of the facility. The
HPC systems team have also been able to examine
and optimise the queue requirements and job schedul-
ing, thanks to the capabilities of OMNI for analysis,
providing a huge scope of improvement in business de-
cisions, capacity planning, facility planning, etc. They
mention that the OMNI data collection scale is huge
and the data is extremely diverse (and it belongs to
NERSC), and the OMNI team is on their own to solve
it. Additionally, the team uses open-source software
as much as possible, which has helped them save close
to $350k yearly in licensing costs and its use is contin-
ued further. In the newly deployed OMNI architecture
(at the Edge), the deployment of gateway and other
”local edge” nodes as containerised k3s pods enables
monitoring of all compute nodes, services, and appli-
cations related to it. As k3s is a lightweight Kubernetes
distribution it allows fine-grained scaling and reconfig-
uration of itself very efficiently.

Figure 11: Wintermute: A high-level overview
of the suggested architecture for an online ODA
framework integrated into a monitoring system,
showing the main components and actors in-
volved. (Source: [66])

4.2 DCDB (Data Center Data Base)
Wintermute, Leibniz Supercom-
puting Centre (LRZ), Germany

Wintermute is an ODA framework implemented on top
of the holistic DCDB monitoring system that offers
a large variety of configuration options to satisfy the
varying requirements of ODA applications [66]. It en-
ables the analysis of data and granular level control at
various levels of an HPC system. The authors anal-
ysed the main usage scenarios of ODA on HPC sys-
tems, many of which we have reused in our reference
architecture 8. They originally suggested the use of two
types of data sources (in-band and out-of-band), and
the grouping of ODA techniques (into online and on-
demand modes), both of them which we have borrowed
in our ODA framework reference architecture. They
also shared the analysis of the operational requirements
while designing their online Wintermute framework for
HPC systems, which we extended during our require-
ments analysis. Their suggested high-level overview of
the online ODA framework architecture, which could
be integrated into a monitoring system, is shown in
Fig. 11. The idea is to implement the ODA framework
within an existing monitoring system, where the in-
tegration with monitoring daemons in compute nodes
facilitate in-band operation and management nodes en-
able out-of-band operation, where the latter allows its
interaction with a monitoring data broker, thus en-
abling access to streamed cluster-wide data as well as
remote persistent storage.

Wintermute Architecture

Wintermute has been architected in a modular way
driven by the requirements analysis, and is based on
the analysis capabilities being supplied by operator plu-
gins that are used to instantiate operators. Operators
are the computational entities that perform all ODA
tasks asynchronously, utilising a flexible local thread
pool. These operators work on a set of blocks, which
are container data structures that represent physical
components like compute nodes or racks, or logical en-
tities like user jobs in an HPC system). Each block
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Figure 12: Architecture of Wintermute (abstract-
level). (Source: [66])

has a set of input sensors which are used for the anal-
ysis and a set of output sensors which are responsi-
ble for storing the results of ODA operation, that are
further either consumed by the monitoring system or
some other operators (output sensors). A sensor cap-
tures some system information (whose reading has a
numerical value and a time-stamp) and is defined to
be an atomic monitoring entity (e.g., power, tempera-
ture, CPU counter, or ODA output). The architecture
of Wintermute is presented in Fig. 12 which shows
its interaction with the external components (exclud-
ing its integration into a monitoring system). The core
components can be briefly summarised as follows:

• Operator Manager: It acts as the main interface
between Wintermute and the monitoring system,
and is responsible for loading requested operator
plugins. It acts as a front-end interface responsi-
ble for exposing the available actions within the
framework (e.g., start, stop or load plugins dy-
namically, trigger specific actions as signalled by
the respective plugin).

• Query Engine: It is a singleton component that
exposes access to a sensor navigator object (which
uses the block system to maintain a tree-like rep-
resentation of the current sensor space) to opera-
tor plugins. Its uniform interface allows querying
based on sensor name and time-stamp ranges.

• Operator Plugins: They are responsible for per-
forming analysis by implementing a specific logic
on the input sensor data alone. Job operator plu-
gins are an extension that uses job-related data to
produce output pertaining to a specific job. Plu-
gins have two main components:

– Operator: These objects perform the re-
quired analysis tasks whenever a computa-

Figure 13: High-level overview of the architecture
of DCDB, highlighting the Wintermute frame-
work’s integration in components and the data
flow (Source: [66])

tion is invoked for that operator.

– Configurator: These components read plu-
gins’ configuration files, and instantiate the
operators together with their blocks.

• Configuration: It is responsible for the initiali-
sation of Wintermute, and grants access to the
designated configuration files.

• Remote Interface: This is the interface exposed
by the monitoring daemon which is used by Win-
termute in turn to expose its data retrieval and
remote control features.

Integration with DCDB Monitoring system

DCDB is a holistic monitoring framework for HPC
systems which comprises several components enabling
it to achieve a distributed and scalable architecture
[67]. Wintermute is implemented in C++11 and is
tightly coupled with the DCDB monitoring framework,
as shown in the high-level overview of DCDB in Fig.
13. Pushers use a plugin-based architecture for sam-
pling of sensors on monitored components. Collect
Agents collect the data sent to them via the MQTT
protocol [49] and forward them to a storage backend
(implemented using Apache Cassandra). Also, DCDB
exposes a RESTful API providing control of each of
its components as well as sensor caches for faster in-
memory access. The workflow of components involved
is briefly discussed below (in the order presented by
the respective literature authors):

• Operator Location: Operators can be instantiated
in both pushers and collect agents by loading the
appropriate plugins. Collect Agent location is op-
timal for system or infrastructure-level analysis
because access to the entire system’s sensor space
is available (or the data could even be queried
from the storage backend). Whereas, the opera-
tors only have access to locally sampled sensors
and their sensor cache date in the pusher loca-
tions, thus making it optimal for runtime models
which require low latency, data liveness, and hor-
izontal scalability.

• Operational Modes: Operators can be configured
to work in both online mode (at regular time in-
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tervals, resulting in continuous analysis) as well
as in on-demand mode (by explicitly invoking the
RESTful API for a specific block at scheduled in-
tervals)

• Block Management: The blocks of a single op-
erator can either be arranged as sequential when
all corresponding blocks share a common operator
(and are processed sequentially to avoid race con-
ditions) or parallel if a distinct operator is created
for each block, thus allowing parallel computation
to improve scalability.

• Analysis Pipelines: A same format is shared by
the output data produced by online operators
(identical to all other sensor data), which facili-
tates creating pipelines of other operators’ input
as output to another operator. This functionality
is very helpful to split the computational load be-
tween multiple locations, and implementing feed-
back loops (via control operators at the end of a
pipeline) in an HPC system.

Additional information

The Wintermute team researched some case studies
highlighting its capabilities, and showcasing its flexi-
bility and suitability for large-scale HPC installations
(which might have been extremely difficult otherwise).
They conducted the experiments on the CooLMUC-
3 system which is composed of 148 compute nodes,
each of which has a 64-core Intel Xeon Phi 7210-F
Knights Landing CPU, 96 GB of RAM and an Intel
Omni Path Architecture (OPA) interconnect. DCDB
continuously monitors the production system with the
help of Pushers that sample data from the Perfevent,
SysFS, ProcFS ad OPA plugins and a single Collect
Agent that forwards the data to a dedicated storage
backend. The existing Wintermute deployment is per-
forming sensor aggregation in the CooLMUC-3 and
SUPERMUC-NG15 systems at LRZ. The authors ar-
gued that Wintermute has a small resource footprint,
despite possessing such strong ODA capabilities. They
proposed an anomaly identification mechanism and im-
plemented it in the DCDB Wintermute framework,
which was later applied to the production monitoring
data collected from the CooLMUC-3 HPC system at
LRZ. They made several case studies at different gran-
ularity levels that captured different behaviours at dif-
ferent times and across different components, and also
flagged suspicious behaviours as anomalies [75]. Addi-
tionally, DCDB has also been deployed on a modular
supercomputer prototype DEEP-EST (“DEEP - Ex-
treme Scale Technologies”) and Wintermute is used for
an ODA use-case, which is documented in their soft-
ware support report [59]. Further discussion about the
same is out of the scope of this study, but related in-
formation can be referenced from the dissertation [62].

15SuperMUC-NG - https://doku.lrz.de/

supermuc-ng-10745965.html

Figure 14: ExaMon architecture. (Source: [15])

Another thesis work evaluating a generic data acquisi-
tion module for the DCDB monitoring infrastructure
can be referred from [60].

4.3 ExaMon & ExaMon-X,
D.A.V.I.D.E & Marconi HPC
Systems, CINECA, Italy

ExaMon (also written interchangeably as Examon, and
abbreviated for Exascale Monitoring framework) is a
holistic ODA framework deployed on the CINECA16

data centre for HPC facility monitoring and mainte-
nance [15]. It has been developed for Exascale com-
puting, such that it could handle big data from various
heterogeneous sources. ExaMon-X extends ExaMon
to meet the predictive maintenance requirements on a
real in-production data centre [14]. The term predictive
maintenance indicates a set of practices to be imple-
mented on Industrial Internet of Things (IIoT) systems
to avoid critical conditions. The advent of IIoT has al-
ready led to remarkable steps in the exploitation of
several technologies (e.g., big data processing, AI) in
various industries, and the complexity, scale, and cost
make HPC infrastructure a perfect candidate for IIoT
applications. A generic representation of how ExaMon
is used in the data centre is shown in Fig. 14. Next,
we provide a synthetic summary of the two frameworks
along with their implementation on two HPC systems
below.

Framework overview

ExaMon acts as the block responsible for low-level data
collection and acts as the storage backbone, whereas
ExaMon-X constitutes the mid- and high-level compo-
nents used to retrieve and process the stored data and
build ML/DL (Machine & Deep Learning) models for
predictive maintenance.

• ExaMon: It is a holistic framework for HPC fa-
cility monitoring and maintenance, developed for
the Exascale era, it can easily handle big data
originating from very large-scale computing sys-
tems. The lowest level consists of collector com-
ponents that read data from several sensors across
the system and provide them in a standardised

16The largest Italian computing centre, residing in
Bologna
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Figure 15: The ExaMon monitoring framework.
(Source: [11])

format to the upper layers of the stack. There
are collectors that have direct access to hard-
ware resources, and other collectors that sam-
ple data from applications like batch schedulers
and software diagnostic tools. The underlying in-
frastructure uses the MQTT protocol (Message
Queuing Telemetry Transport) that utilises the
publish-subscribe messaging pattern. It involves
the publisher (that sends data on a specific topic),
the subscriber (that subscribes to the appropri-
ate topic for requiring specific data), and the bro-
ker (that receives data from publishers and makes
topics available to the subscribers). The ExaMon
collector agents enact the role of publishers. The
collected metrics are stored in KairosDB (a dis-
tributed and scalable time-series database, built
on top of the NoSQL database and Apache Cas-
sandra as back-end). MQTT2Kairos, a special
MQTT subscriber, is used to bridge the MQTT
protocol and the KairosDB for inserting data.
The sampling rate could vary among the differ-
ent metrics and is dependent on the underlying
sensors. ExaMon low-level plugins aggregate the
sensor measurements in a 5-second window or the
data collected at a higher sampling rate. The
architecture of the ExaMon monitoring frame-
work is shown in Fig. 15. Some of the physi-
cal data collected using ExaMon include measure-
ment of hardware components like PMU, IPMI,
GPU, I2C, PM-BUS, and the collected data could
cover a wide range of sources like CPU load of all
the cores in the nodes, CPU clock, instructions
per second, memory accesses (bytes written and
read), fan speed, the temperature of the room that
hosts the system racks, power consumption (at
various levels), job dispatcher Slurm etc. Overall,
there are a few hundred metrics collected on each
computing node, and dozens covering the racks
and rooms.

• ExaMon-X: It is an IIoT holistic framework used
to monitor and maintain the HPC facility. Also
developed for the Exascale era, it also has the ca-

Figure 16: ExaMon-X representation in the infras-
tructure architecture. (Source: [14])

pability to handle big data from heterogeneous
sources. The authors summarise the functionali-
ties of ExaMon-X into eight different subgroups:
(i) ExaMon-client (a client interface for data col-
lection and storage back-end, which is the role
of ExaMon itself), (ii) ExaMon-dataset (respon-
sible for data management and representation of
the merged data), (iii) ExaMon imbalance (ad-
dresses the issue related to imbalanced datasets
via data augmentation/oversampling or reduc-
tion/undersampling), (iv) ExaMon-normalisation
(applies standardisation to make the scale of
the data uniform), (v) ExaMon-model (responsi-
ble for creating the actual ML/DL models), (vi)
ExaMon-training (used to train the created model
using either online data or historical data sets),
(vii) ExaMon-inference (trained model is put into
use and inference functionalities are grouped),
and (viii) ExaMon-reporting (reports the results
via statistical reports, live graphs, or alerts re-
porting services).

• Nagios: Nagios assists ExaMon to collect infor-
mation about service monitoring and node sta-
tus (along with using its alarm generators). The
system administrators are warned about the po-
tentially critical conditions and need to ensure
that the involved computing nodes are removed
from production (if the alarm depicts a real
problem in nature) and their state is registered
as ”DOWN+DRAIN”. The data sampling fre-
quency configured in Nagios monitoring function-
alities is 15 minutes. It provides alerts and his-
torical logs of various monitored components, and
can further be extended with custom or predefined
plugins targeting specific components.

Fig. 16 represents the overall infrastructure showcasing
the data processing and analytics component.

HPC System overview

Both ExaMon and ExaMon-X have been deployed on
two supercomputers hosted at the CINECA comput-
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ing centre: D.A.V.I.D.E. (where ExaMon was deployed
from November 2017 until December 2019, when it was
dismissed) and Marconi17 (where ExaMon has been op-
erational since mid-2018). D.A.V.I.D.E. HPC system
is based on Power architecture, composed of 45 nodes
and a total peak performance of 990 TFlops, which has
an estimated power consumption of less than 2 Kilo-
watt per node. Marconi system is the leading super-
computer since 2016 that has 3188 nodes, each of which
is equipped with two 24-core Intel Xeon 8160 (Skylake)
processors and 196 GB of RAM memory, and has a to-
tal peak performance of around 20 PFlops with 17PB
of available storage space. These two frameworks col-
lect physical data (measured with sensors) and work-
load information (retrieved from the SLURM job dis-
patcher) from both HPC systems with a sampling rate
of 5 seconds (where an MQTT packet is dispatched
to the broker). On the Marconi system, an additional
class of information related to the state of the system
and its services is collected using Nagios [44, 58]. The
authors use Nagios to annotate collected data for the
classification of the samples into normal or anomalous
states.

Additional Information

The main focus of the ExaMon & ExaMon-X team
(comprising of members from both CINECA and
the University of Bologna, Unibo) has been towards
anomaly detection and prediction, as HPC facilities
comprise several thousands of parts, and it is critical
to identify the faulty, broken or misbehaving compo-
nents. As this non-trivial task has been performed by
system administrators manually in the past, the re-
search of automated methods has been sought resulting
in the deployment of ExaMon and ExaMon-X on two
supercomputers hosted at CINECA, which performs
detection of faulty node states both on the cloud and
on the edge. Some of the other use cases highlighting
the usage of ExaMon-X functionalities are failure pre-
diction of hard disks, job power prediction, and ther-
mal prediction in HPC systems [14]. They have ded-
icated several works of literature researching anomaly
detection using ExaMon and ExaMon-X frameworks,
some of which are cited here. They proposed an ap-
proach to characterise the behaviour of a supercomput-
ing node using the combination of measurements from
hardware/software sensors and labels annotated by the
system administrators to create a Bayesian classifier
called TrueExplain [53]. They worked on the develop-
ment of a new approach for anomaly detection system
based on LSTM (Long Short-Term Memory) cells [55,
57], that outperformed their old SoA (state-of-the-art)
approach which used a semi-supervised Deep Learning
model based on autoencoder networks and clustering
algorithms [54]. They have published literature which
proposes a set of rule-based statistical methods (flags)
to explore different metrics at the room, system, sub-

17MARCONI, the Tier-0 system - https://www.hpc.

cineca.it/hardware/marconi

system, and node level of the HPC cluster and are able
to identify the thermal anomalies utilising the teleme-
try system in the ExaMon database [5].

4.4 Fugaku, RIKEN, Japan

Fugaku18, an exascale supercomputer system, was
launched officially as the successor to the K computer
in March 2021, in consideration of data centre infras-
tructure overhauling, upgrading various system compo-
nents and operational data collection/monitoring plat-
form [98]. Additional details about the K computer
(which was once ranked as the fastest supercomputer
in the Top500 list) like the study of its PUE metric in-
volving analysis of the effect of the operational impact
have been discussed in another literature [97, 34] which
we do not discuss here, as the K computer system has
now been replaced with Fugaku. As a result, they are
deploying their operational data collection/monitoring
platform based on a three-tier pipeline architecture: (i)
the first stage has the HPC system producing various
types of log/metric data (including the building man-
agement system which collects data from several thou-
sand sensors related to the power supply and cooling
equipment), (ii) the second stage aggregates the data
into time-series databases for further visualisation pur-
pose, and (iii) the third stage consists of a dashboard
that provides an interactive interface for the collected
data (of both the HPC system and the data centre in-
frastructure).

Environment overview

Two types of data sources are available in the Fugaku
environment: from the HPC system (which includes
the compute nodes, boot I/O nodes, peripheral nodes,
storage - a Lustre-based parallel file system, and net-
work devices - switches, routers and firewalls), and
from the data centre infrastructure (which includes the
power supply and cooling equipment).

• HPC System: Fugaku consists of 432 racks hav-
ing 158,976 compute nodes overall, which are con-
nected with the high-speed interconnect (Tofu in-
terconnect D). The Fugaku HPC system employs
Arm-based A64FC processors with each micropro-
cessor having four core memory groups (CMGs),
each of which integrates 13 cores that share an
L2-cache, a memory controller and a ring bus net-
work on a chip. A CMG connects a single second-
generation High Bandwidth Memory (HBM2)
unit directly and can access external HBM2 units
via the ring bus network. The A64FX proces-
sor also has a hardware performance monitoring
unit (PMU) which is used to measure dynamic
program behaviour (e.g., number of CPU cycles,
number of instructions, floating-point operations,
and cache misses). Fugaku employs a Lustre-
based parallel file system having a storage capac-

18Fugaku - https://en.wikipedia.org/wiki/Fugaku_

(supercomputer)
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Figure 17: Overview of the Fugaku data collection and system monitoring platform. (Source: [98])

ity of up to 150 PB available in total. The storage
system is further divides into six file volumes.

• Data Centre Infrastructure: The supercom-
puting centre has dedicated facilities for power
supply and cooling systems. Fugaku uses two
types of energy sources: electricity purchased
from a public utility company and energy pro-
duced by gas turbine power generators. The Fu-
gaku HPC system is designed in a way which
could consume up to 37 MW of electricity, approx-
imately three times more than the K computer.

Data collection and monitoring system

The HPC system produces huge log data such as syslog
messages, job scheduler logs, parallel file system logs,
and audit logs, most of which are recorded by servers.
The servers also measure various metrics such as load
average, network transfer bytes, memory usage, mi-
croprocessors and board temperature, Self-Monitoring,
Analysis and Reporting Technology (S.M.A.R.T.), and
electric power consumption on power supply units,
having PMU metrics also classified within (most of
which are time-series event data in a text-based semi-
/unstructured format). Some of the network devices
also generate syslog messages and specifically generate
Simple Network Management Protocol (SNMP) mes-
sages. These metrics are time-series data provided in
a scalar/vector numerical structured format. Fig. 17
presents an overview of the collection and monitoring
platform. As mentioned earlier, the first tier is data
sources, which include the HPC system and the data
centre infrastructure. The second tier (a data lake)
stores the log/metric data in various databases (e.g.,
time-series databases, distributed full-text databases,
traditional transactional databases, and a Portable Op-
erating System Interface (POSIX) file system). The
metric data is provided by Prometheus19 to a time-
series database (TSDB). The log data is generated us-

19Prometheus - https://github.com/prometheus

ing Elasticsearch20 with logstash21. Prometheus ex-
porter is installed to form the pipeline between the data
sources and the data lake tier, serving as a data col-
lection tool for each compute node and the boot I/O
nodes, and shipping them to the Prometheus server.
Additionally, this exporter is installed on other servers,
including the login nodes, pre/post nodes, and the
management service (MGS) / metadata service (MDS)
/ object storage service (OSS) servers. Filebeat, a ship-
per agent in front of logstash, is installed in boot I/O
nodes and the abovementioned servers.
Grafana22 and Kibana23 are used as front-end tools for
Prometheus and Elasticsearch respectively, and used
to monitor and visualise the time-series data stored in
the databases. These tools focus on providing effec-
tive monitoring and reporting environments for trou-
bleshooting. The authors also suggest that Jupyter24

might be a more appropriate tool for general users.

Additional information

The authors highlight that it is crucial for the facil-
ity operators to monitor the power consumption of the
entire centre as modern supercomputers need a compli-
cated power supply and cooling facility management.
The facility operators are also responsible for manag-
ing co-generation system (CGS) operations to ensure
backup electricity is available for the IT equipment and
ensure that the chillers are supplied with the necessary
steam. From their perspective, workload behaviour is
a crucial dependency for the amount of electricity sup-
plied to the IT equipment (but no such control is avail-
able to balance the supply and demand between the
available electricity and the workloads, up till the time
of writing).
The combined dashboard (for both the IT equipment
information and the facility information) can show the

20Elasticsearch - https://github.com/elastic/

elasticsearch
21Logstash - https://github.com/elastic/logstash
22Grafana - https://github.com/grafana/grafana
23Kibana - https://github.com/elastic/kibana
24Jupyter - https://github.com/jupyter
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Figure 18: The high-level architecture of the Au-
toDiagn system. (Source: [25, 24])

power consumption for the entire centre as well as for
the Fugaku.

4.5 AutoDiagn, Custom Hadoop
YARN Cluster, Amazon Web
Services(AWS) Cloud

AutoDiagn is a big-data diagnosing system imple-
mented in Java [25, 24]. It automatically monitors the
performance of big data systems and troubleshoots the
issues causing performance reduction. The experimen-
tal setup uses a Hadoop YARN cluster with over 31
AWS nodes among which there is 1 master node and
30 slaves, each running an Ubuntu Server 18.04 LTS
hardware virtual machine (HVM). As part of exper-
imental requirements, the authors built two types of
Hadoop clusters where one cluster has the same con-
figuration (4 cores and 16 GB memory) for all nodes,
whereas the other cluster has two distinct configura-
tions for split-nodes (25 nodes have 4 cores and 16 GB
memory, and 6 nodes have 2 cores and 4 GB memory).
The high-level system architecture is shown in Fig. 18,
describing the implementation of the framework for a
big-data cluster.

Architecture

AutoDiagn has two main components: AutoDiagn
Monitoring and AutoDiagn Diagnosing. The monitor-
ing component collects the defined metrics (logs) and
feeds them to the diagnosing system in real-time, which
are analysed further to troubleshoot the cause of ab-
normal symptoms, if any. These two components are
briefly described below:

• AutoDiagn monitoring: The monitoring system
is a holistic solution that continuously collects in-
formation in a big data cluster. A high-level ar-
chitecture of the monitoring component is shown

in Fig. 19. The key sub-components are listed
below:

– Information Collection: Each compute node
has an Agent deployed that provides real-
time system information (e.g., usage of com-
puting resources like CPU, memory, network
bandwidth, and disk read-write speeds). A
master node has an agent that also col-
lects the job and task information in ad-
dition to the usage of compute resources.
The collected information is supplied to the
RabbitMQ25 cluster via Publisher at regular
time intervals.

– Storage: The information collected is a
time-series data stored in InfluxDB. The
Consumer subscribes to the desired stream
topics from RabbitMQ and injects them into
the InfluxDB database.

– Interaction with AutoDiagn Diagnosing:
The symptom-related information is directly
forwarded and processed in the AutoDiagn
diagnosing system (with the help of a con-
sumer). In the case of symptom detection,
the diagnosing system directly queries In-
fluxDB for root-cause analysis, and the anal-
ysis results are stored back in the database.

– User visualisation: The authors use In-
fluxDB’s client libraries to develop their
RESTful APIs allowing users to query var-
ious information related to resource utilisa-
tion, job and task status, or the root cause
of any performance reduction.

• AutoDiagn diagnosing: It is an event-based diag-
nosing system which is responsible for analysing
the metrics fed by the monitoring system. The
key sub-components are listed below:

– Symptom Detection Engine: This engine
follows a microservices architecture and sub-
scribes to a set of metrics from the real-time
streaming system (also, newer symptom de-
tection techniques can be added easily).

– Diagnoser Manager: The diagnosed man-
ager is the core entity that is responsible
for identifying and selecting the right diag-
nosers to perform the root cause analysis.
It has been developed as a front-end com-
ponent that is triggered by various detected
symptoms (events) using a RESTful API. It
could compose a set of diagnosers for the
diagnosing jobs that might require the co-
operation of different diagnosers.

– Diagnoser Plugins: These plugins contain
a set of diagnosers, where a diagnoser im-
plements a specific logic to perform root-
cause analysis of a symptom. These diag-
nosers perform an analysis querying the re-

25RabbitMQ, https://www.rabbitmq.com/
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Figure 19: The high-level architecture of the AutoDiagn monitoring framework. (Source: [25, 24])

spective metrics that are stored in a time-
series database.

Additional information

The authors have discussed some examples of big data
root cause applications. They discuss the ways to de-
tect the outlier tasks taking longer than normal to fin-
ish (when compared to similar tasks), which might pre-
vent the subsequent tasks to make progress. There are
various types of tasks in a big data system, including
CPU-intensive tasks, IO-intensive tasks, and memory-
intensive tasks, and the compute resource distribution
could result in inefficient resource utilisation, which can
also be detected using AutoDiagn. Each symptom de-
tector and its diagnoser can be executed in parallel
by partitioning the input data. AutoDiagn has a re-
liable centralised design for data collection due to the
high availability of the RabbitMQ cluster which also
takes care of the scalability. The leading author Umit
also discusses BigPerf, a probabilistic performance di-
agnosis and prediction framework for cloud-based big
data systems, which is a novel Bayesian system that
diagnoses and predicts the root causes of performance
degradation of Hadoop applications, in their disserta-
tion [24]. Interested readers might want to explore the
corresponding literature for additional insights about
monitoring and diagnostics in big data systems, as we
have not covered the same here for brevity.

4.6 Theta HPC System, Argonne Na-
tional Laboratory (ANL), USA

Theta is an 11.7 Petaflops Cray XC40 supercom-
puter system located at Argonne National Laboratory
(ANL), USA having Intel Xeon Phi based compute
nodes. The corresponding literature discusses an in-
depth analysis of multi-fidelity HPC systems on all
Cray systems, by using an end-to-end error log anal-
ysis system involving the System Environment Data

Collections (SEDC) tool [88]. They extend their pre-
vious work (MELA) which was a visual analysis tool
for analysing diverse log data handling scalability and
interactivity, but it lacked error prediction capabili-
ties. The authors analyse three log data types (envi-
ronment/SEDC logs, hardware-error logs, and job logs)
and gather insights from their interaction amongst each
other at various temporal and spatial resolutions. Us-
ing the same, they build a model to predict job failure
and job failure exit status. They aim to help system ad-
ministrators with enriched information about the envi-
ronment and provide job failure analysis to proactively
perform system maintenance for reducing downtime.

System Overview

The nodes of Theta are interconnected in a Dragon-
fly topology using an Aries interconnect. The various
log types are essentially raw data collected from sen-
sors, which are located at various spatial resolutions, at
various temporal resolutions (thus called multi-fidelity
large-scale data). The SEDC log data is recorded ev-
ery 10-30 seconds, which results in the generation of a
dataset of size gigabytes (GB) to terabytes (TB) every
few weeks. The hardware error log constitutes data
from various control systems linked with each other
within the subsystem, which contributes to duplicate
events. The hardware error log data range in tens of
GB, and the job log data is usually hundreds of MB
for a year. The system can be simply understood to
be comprised of a database storage with a machine-
learning back-end pipeline, that has a simple front-
end visualisation. The back-end pipeline is split into
an SEDC view pipeline and a hardware/job analysis
pipeline, which are discussed briefly in the next sub-
section.
An overview of the system responsible for analysing
multi-fidelity HPC system logs is presented in Fig.
20. This system operates on a machine with two 6-
core, 2.4-GHz Intel E5–2620v3 processors having Intel
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Figure 20: Architectural overview of SEDC system for analysing multi-fidelity HPC system logs.
(Source: [88])

Haswell architecture and 384 GB memory per node.
The size of the datasets of SEDC/environment is 3-4
GB per day, the hardware system is 1-2 GB per month,
and the job log is a few hundred MB per year. The
system is implemented using Python 3.7, has a Flask
server back-end, and a D3 visualisation front-end. The
storage for SEDC logs is done in InfluxDB (which is
optimised for time-series data), whereas the job and
hardware error logs are stored in an SQL database.

System Processing

Each node of the supercomputer has multiple SEDC
measurements, which include records related to power
supplies, processors, memory, and fan reading from the
sensors. There could also be missing entries for the
SEDC entries resulting due to the possibility of sensor
failure, which is handled using a time-series forecasting
method. There are approximately 700 SEDC readings
with slots in the Cray XC40 supercomputer, with each
slot comprising four nodes. The node reports hard-
ware errors, and the jobs routinely run on thousands
of nodes for up to 24 hours. If a job failure predic-
tion is made, the user can select the job and the sys-
tem processes the job, SEDC, and hardware error logs
for the time frame within which the job is scheduled
for execution. The hardware error log is categorised
as INFO messages (reporting the progress of an ap-
plication), WARN messages (highlighting possibilities
of hampering the normal operation), or FATAL mes-
sages (highlighting several errors that could result in
application failure or aborting). And, the job log data
specifically gives information about system usage by
the applications. The hardware error log and job log
datasets are mainly used to identify recurring patterns
of errors that might result in failure.
Considering the back-end pipeline presented in the sys-
tem architecture, it is further split into the SEDC view
pipeline and the hardware/job analysis pipeline (shown
in Fig. 20). The SEDC view pipeline is responsible for

processing and analysis of the environment log data
to identify patterns related to anomalous HPC sys-
tem behaviour. Whereas, the hardware/job analysis
pipeline is split into four stages: (i) hardware topic gen-
eration, (ii) hardware error prediction, (iii) job failure
prediction, and (iv) job exit status prediction (stages
3-4 form the job prediction pipeline). Stage 1 groups
related hardware errors into topics for easier interpre-
tation of data. Stage 2 utilises past hardware errors to
predict the most likely future hardware errors on the
respective component where a job is executed. Stage
3 is responsible for predicting if a job will fail, which
then results in stage 4 handling the respective exit sta-
tus. The overall system back-end has machine-learning
pipelines for analysing and processing each type of log
data due to large variations in their nature (from text
data to numerical data). The machine-learning-related
information about the system is not discussed here for
brevity, but interested readers can follow the literature
for further information.

Additional Information

The ANL team analysed 91,217 jobs in the year 2018-
2019, where the error in the dataset was categorised
into informational, memory, transaction, and transient
errors. There were some nice conclusions as part of the
model analysis in the hardware/job analysis pipeline
like capturing jobs with built-in fault tolerance was
challenging, jobs with custom exit status to be han-
dled separately, data inclusion from multiple sources
(with cabinet/cage/slot information) improved the pre-
diction accuracy, and environment logs could help in
pinpointing anomalous system behaviours. Overall,
they have developed a predictive analysis system for
the comprehensive investigation of various types of
logs. Additionally, the visual analytics tool analyses
the job logs and provides nice insights while corre-
sponding with other logs at various temporal and spa-
tial resolutions.
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Figure 21: Summit system specification.
(Source: [89])

4.7 Summit HPC supercomputer, Oak
Ridge Leadership Computing Facil-
ity (OLCF), USA

Summit HPC data centre has a 200PF (theoretical
peak) pre-exascale system at the Oak Ridge Leader-
ship Computing Facility, which was ranked No. 2 on
the Nov. 2020 edition of the Top500 list of supercom-
puters [89]. The authors mention that the OLCF team
conducted an analysis of power consumption at var-
ious levels (component-level, node-level, and system-
level) of the Summit supercomputer from all of the
4,626 compute nodes, each of which had over 100 met-
rics sampled at 1Hz frequency throughout 2020. They
investigated the power characteristics and energy effi-
ciency of over 840k jobs, 250k GPU failure logs, and
power and cooling supply information from the facil-
ity for further operational insights, which they claim
to be the first of its kind at that scale. The corre-
sponding literature’s contribution includes HPC data
collection and workload power characterisation, cross-
cutting interactions throughout the data centre beyond
the traditional boundaries, and reliability and variabil-
ity study of a large-scale dense GPU deployment.

Summit Architecture

Summit caters to workloads consisting of full-system
jobs related to research areas of national importance
such as advanced scientific computing, basic energy, bi-
ological and environmental, fusion energy, high-energy
physics, and nuclear physics. It involves Power9 CPUs,
NVidia Volta V100 GPUs, and Mellanox Enhanced
Data Rate (EDR) InfiniBand (IB) network technolo-

gies. Each of the 4,626 IBM AC922 nodes is powered
by 2 CPUs and 6 GPUs. The system specification of
Summit, OLCF is concisely presented in Fig. 21. Its
peak power consumption is 13 MW being supported by
a 20 MW facility (with its architectural overview shown
in Fig. 22), and was ranked 11th on the Green500 list
(during the time of writing of their literature) with
14.719 GFlops/watts performance. Summit utilises
medium temperature water (MTW) in the secondary
loop to maximise cooling efficiency, which helps min-
imise chilled water use by enabling cooling towers based
on evaporative cooling in the primary loop during ad-
vantageous weather conditions (Econo HX, shown in
the right in Fig. 22(d)). The facility uses chilled wa-
ter only when the cooling towers cannot remove the
heat sufficiently, especially during the hot and humid
summer months, which ensures that the overall use of
chilled water for only about 20% of the year. Fig. 22
shows the architecture of the Summit system at OLCF
depicting information about the cluster, hardware cab-
inets, compute cluster floor, and the central energy
plant.

Summit telemetry system

The telemetry system supporting MTW operations is
shown in Fig. 23. The electrical and mechanical data
across the data-centre-level is aggregated with power
and temperature data emitted from individual nodes,
which is processed, summarised and rendered to the en-
gineers in near-real-time. The facility cross-checks the
important data-centre control parameters like MTW
supply and return temperature and its flow with the
temperature distribution summary of the HPC plat-
form (27,756 GPUs and 9,252 CPUs). The telemetry
system relies on out-of-band streams that are pushed
at a 1Hz data rate from the baseboard management
controllers (BMCs) of each compute node. The per-
node & per-component power and temperature sen-
sor changes at 460k metrics/sec are propagated to the
point-of-analysis with an average 4.1-second delay. The
primary use of such streams is to verify the data-centre
state on a near-real-time basis, with the main focus on
the long-term analysis of those archived streams. With
the help of several lossless data compression meth-
ods throughout the telemetry data pipeline, the data
stream could be compressed to a manageable 1 MB/s
from those aggregated 460k metrics per second, the
accumulation of which for an entire year cost 8.5TB
of disk space per year. They used Dask [23], a par-
allel data analytics and computing tool, to aggregate
the 1Hz data stream from each node into a manage-
able size and form, by coarsening the data into a 10-
second window (but avoiding any information loss by
storing statistical information of the samples). These
data streams were further collapsed into a cluster-level
time-series using different aggregation methods imple-
mented by the team (depending on the analysis). As
the cluster-level power consumption measurement used
in this work is an aggregation of the per-node measure-
ment, there is the possibility of various errors being in-
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Figure 22: Architectural overview of the Summit system at Oak Ridge Leadership Computing Facility.
(Source: [89])

Figure 23: Overview of the telemetry system for
Summit’s power and energy. (Source: [89])

duced in the measurement (e.g., variation of calculation
at the huge number of sensors per node, timestamping
the payloads at the aggregation point after an aver-
age 2.5-second delay). Thus, they used the 10-second
window coarsening (storing min, max, mean, and stan-
dard deviation of the samples) before performing the
summarisation at the cluster level.

Additional information

The authors studied various ways to analyse the power
and energy consumption at various levels - HPC system
and the supporting facility, job context (HPC applica-
tions), and component-level (CPU and GPU power us-
age profile). They also analysed the response of the
Summit system to intense change in the workloads
(e.g., power and thermal response, energy efficiency
value measured using PUE). They investigated the
long-term impact of the overall thermal state resulting
from the dynamics of power consumption (e.g., impact
on GPUs at high temperatures, variability in power
consumption at node-level due to compute-intense jobs
at certain time intervals).

4.8 AI-driven Energy Aware Schedul-
ing (EAS), IBM Research, STFC
Daresbury Laboratory, UK

The IBM research team based in STFC Daresbury
Laboratory, UK published a literature presenting an
AI-driven holistic approach to energy and power man-
agement in data centres, which they describe as En-

Figure 24: EAS concept: data continuously col-
lected across hardware and software stacks and fed
to the AI-based model for performance and power
consumption predictions, which are then used by
scheduling components to send control decisions
back to the respective stacks. (Source: [100])

ergy Aware Scheduling (EAS) [100]. The aim of EAS
is to look at energy efficiency across both hardware
and software stacks of the IT infrastructure, includ-
ing data centre(s), servers, network, cooling, IoT and
Edge devices, to software stack ranging from firmware
through to the OS, applications and workload man-
agers. To achieve the same, EAS uses ML and AI
methods for performance and power consumption mod-
elling, and software-hardware co-design for implement-
ing various energy/power-aware scheduling policies at
different levels of the infrastructure. Fig. 24 broadly
represents the main components of the Holistic EAS,
where data is collected from a broad range of hard-
ware devices and software components and fed into an
AI component which generates some optimal decisions
to meet required criteria, which are then sent back to
respective hardware and software system components
to re-implement.

Data Collection Framework

Fig. 25 represents the architecture used for data collec-
tion, where each component is housed in a Docker con-
tainer resulting in numerous benefits like easier rolling
upgrades independently from other components in the
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Figure 25: Overview of the intelligent data collection framework architecture. (Source: [100])

system, easy swapping of databases or graphing com-
ponents, and easier portability to a different set of
nodes (not necessarily IBM POWER servers), if re-
quired. We briefly discuss the core components of the
Data Collection Framework below:

• Monitoring Tools: The requirement for select-
ing a monitoring tool is to have as minimal im-
pact on the cluster as possible, and thus clients
running on the nodes are avoided for this rea-
son. Amester tool is used to gather data from the
Baseboard Management Controller (BMC) port
on IBM POWER systems. BMC is a specialised
service processor responsible for monitoring the
physical state of the running system, and the
BMC port connects to it, which helps Amester
to gather out-of-band results as it will have zero
impact on the running of the system and its re-
sources. Another monitoring tool used is IBM
Spectrum LSF Explorer because it integrates eas-
ily with the IBM Spectrum LSF, which is used
as the workload manager. The authors are con-
vinced that such a monitoring system could easily
scale for exascale size and allows easier upgrade of
the current system.

• Metrics: The requirement for metrics was driven
by the need for them to be useful for general mon-
itoring and ML, and be available on as many sys-
tems as possible. Hardware metrics considered for
collection are fan power, CPU power and GPU
power, and they are recorded every 250ms (the
fastest the servers could read from the sensors).
IBM Spectrum LSF Explorer is used for the collec-
tion of workload information which collects over
700 metrics every 10 seconds. Since this is an
early analysis phase for the team, they are col-
lecting all metrics and they can eventually identify
the most useful ones for monitoring and feeding
them into the ML systems. IoT-related metrics
are sampled at an average rate of 5 seconds.

• Databases: Two separate databases are used
given the nature of the system, to support Grafna.
Elasticsearch is used to collect data from LSF, as
it comes packaged with LSF Explorer and is al-
ready optimised to work with the high-frequency
data sent from the former. The second database
chosen is OpenTSDB, which is built on top of
HBase.

• Visualisation and API: The visualisation is
mainly centred around Grafana, which is very use-
ful to generate graphs and dashboards to visualise
the initial data and also allows to create live ro-
tating dashboards. The data can also be accessed
via API as the developers created a Python li-
brary (due to them using other ML libraries like
Keras, PyTorch, and TensorFlow, which are all
Python-based).

Experimental Setup

The team conducted this research on a cluster of IBM
POWER8/9 servers (each having 2 CPUs per node,
10/12 cores per CPU, Nominal frequency 3.6–4.2 GHz,
512/1024GB RAM, 4 NVIDIA Tesla P100/V100 GPUs
per node, 16 GB/GPU, NVIDIA NVLink) with IBM
Spectrum Scale storage subsystem, 100 Gb/s EDR In-
finiband and 10GigE networks running RHEL 7.x op-
erating system. This cluster is internally used as a
research system in their lab for developing and testing
new projects for IBM clients and for internal use, and
the researchers submit jobs to it as well for real-world
assessment. For gathering temperature and humidity
data, ESP8266 microcontrollers are used at a room
level with DHT22 sensors. Additionally, there are
existing monitoring infrastructures consisting of room
and rack level IoT devices, Trendpoint Enkapsis Power
Management Devices, and CSIM Babel Buster edge
devices (details of them can be referred from the corre-
sponding literature) used within the room. These de-
vices are responsible for gathering data from different
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parts of the data centre environment including power
usage at the breaker, room temperature and current
information about the main room cooling systems. De-
vices like Babel Buster have the advantage of commu-
nicating on multiple protocols to various IoT devices
in the room, which processes this data and presents
key metrics via Simple Network Management Protocol
(SNMP) protocol to the Data Collection Framework.

Additional information

There are two machine learning components of the
framework that is responsible for analysing and pre-
dicting the energy consumption of the system, namely
clustering and predictive management. Clustering is
used to classify events according to their power con-
sumption, fan speed, and CPU/GPU utilisation (based
on k-mean classification). The authors propose to use
Long Short Term Memory(LSTM) network for predic-
tive management in this literature, which is a type of
Recurrent Neural Network highly suitable for time se-
ries data. The underlying network training is based
on the fan power and CPU utilisation of the cluster
in three previous time steps, and output from the net-
work is responsible for providing predictions for the
cluster. The visualisations provide the temperature of
the water flow in the data centre cooling systems, time
series of rack power, fan power, CPU utilisation, and
accordingly clustering analysis and ML prediction are
done.

4.9 Kaleidoscope, Blue Waters HPC
supercomputer, National Center
for Supercomputing Applications
(NCSA), University of Illinois
Urbana-Champaign, USA

Kaleidoscope is a near-real-time failure detection and
diagnosis framework with hierarchical domain-guided
machine learning models responsible for identifying the
failing components, the corresponding failure mode,
and indicating the most likely cause of the failure
(within one minute of failure occurrence) [43]. It
has been deployed on the Blue Waters supercomputer
(which was once the largest university-based HPC sys-
tem in terms of compute and storage nodes) and eval-
uated with more than two years of production teleme-
try data. The authors justify that the telemetry
data has several problems like they are noisy due to
asynchronous collection, failure propagation, and non-
determinism in the system. Thus, instead of getting
analysed in isolation, Kaleidoscope utilises ML meth-
ods to accurately estimate the system state. The au-
thors focus on the analysis of high-performance storage
systems after they found that those have the most fail-
ures resulting in lost compute hours.

Blue Waters storage subsystem design

Blue Waters uses the Cray Sonexion storage subsys-
tem, which is designed for large-scale HPC systems

with I/O intensive workloads (e.g., machine learning,
large simulations). Blue Waters’s deployment of the
Cray Sonexion involves 6 management servers, 6 meta-
data servers (MS), 420 data servers (DS), and 582 I/O
load-balancers (LNET nodes). The storage servers are
connected using an internal Infiniband network (stor-
age network). LNET nodes connect 28,000+ comput-
ing nodes on the Cray Gemini interconnection net-
work (compute network) to the storage network. Cray
Sonexion uses the Lustre parallel distributed file sys-
tem to manage 36PB of disk space across 17,820 HDD
disk devices. The disks (referred to as object storage
devices - OSDs) are arranged in a grid RAID, and each
storage server is attached to one or more OSDs. Data
servers are configured as active-active pair in Lustre to
achieve load balancing and high availability, whereas
metadata servers are configured as active-passive pair
for the connected OSDs. The computing nodes are con-
figured without disk, and all I/O operations are routed
to the LNET nodes (via RPC), which forward the re-
quest to the storage servers. Some of the common chal-
lenges involving failure scenarios that make it hard to
identify the failing component or the failure node are
dataset heterogeneity and their fusion, data labelling
and anticipation based on rare failures, measurement
uncertainty, noise and propagation effects, timeliness
of analytics for proper observability,

Framework overview

The design of the Kaleidoscope framework is shown in
Fig. 26, and various components are separated by dot-
ted lines into 4 parts. The upper left part corresponds
to the ”Infrastructure” part representing a simplified
diagram of the Blue Water storage system, the lower
left ”Monitoring” part shows the telemetry data col-
lected from the system, the upper right part ”Hierar-
chical ML” represented the interconnected ML models
responsible for providing the failure localisation and
diagnosis capabilities, and the lower right part ”Out-
puts” gives an interpretable set of results and dash-
boards which are used by the system managers. The
challenges mentioned in the previous subsection are
addressed by Kaleidoscope using various approaches
such as using telemetry data from both the system and
application views to enable fusion and comprehensive
analysis, using hierarchical probabilistic ML models for
analysis at different granularities and time scales, us-
ing unsupervised ML model for dealing with insuffi-
cient samples and rare failures, and low-cost automa-
tion (e.g., Store Pings probing monitors) for timely
analytics.
Kaleidoscope uses end-to-end I/O probing monitors to
collect telemetry data related to path-tracing for ob-
serving the health of each component on the path.
Store Pings are designed for storage systems, and are
used by clients to probe a disk by means of I/O re-
quests and record the response time. It also provides
a mechanism for pinning the path of the I/O requests
to a disk through specific load balancers and servers
by leveraging Lustre’s file system support (thus elimi-
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Figure 26: An overview of Kaleidoscope design and implementation. (Source: [43])

nating path tracing of the request). It uses direct I/O
requests to avoid any caching effect, thereby ensuring
that each I/O request traverses from the clients to the
disks on the data servers. They are placed strategically
in the system to provide both spatial and temporal dif-
ferential observability in near real-time. However, it
must be noted that Store Pings must be enabled only
on a subset of clients to reduce its overhead and im-
pact on other I/O requests (which can be formulated
as a constraint optimisation problem and solved con-
sidering the topology, probing mechanism, and I/O re-
quest routing protocols). More details in this regard
can be referred from the literature cited in the frame-
work design image. At any given time, Store Pings
are executed from all login nodes, 1 randomly chosen
service node out of 64, and 1 randomly chosen I/E
(import/export) node out of 25; another client can be
chosen as a monitor in case of a client failure. They
are executed every minute for each OSD, data server,
and metadata server.

Additional information

Kaleidoscope uses a comprehensive monitoring system
to collect performance measurements and RAS (reli-
ability, availability, and serviceability) logs for each
system component in real-time. It uses the Light-
weight Distributed Metric Service (LDMS) to collect
performance measurements from compute nodes, load-
balancers (LNETs), switches, and the ISC (Integrated
System Console) to collect performance measurements
on storage components (e.g., disks and servers), LDMS
data, and RAS logs on a centralised server. It uses hi-
erarchical domain-guided unsupervised ML models like
the failure localisation model (for identifying the failed
nodes) and the failure diagnosis model (for identifying
the failure mode of the failed mode) to provide live
forensics capabilities.

4.10 Apollo (Storage Resource Ob-
server), Illinois Institute of Tech-
nology, USA

Apollo is a low-latency near-real-time monitoring ser-
vice assisted with machine-learning capabilities (’Del-
phi’) which monitors the storage subsystem of a dis-
tributed computing environment, and provides teleme-

try data (which describes the state of a remote resource
for a given time window) to applications and middle-
ware services [80]. Real-time access to telemetry data
is critical for application and middleware library devel-
opers, as it could be used for performance optimisation
and behaviour correctness. Apollo supports fast inges-
tion and low-latency access to metrics using a custom
distributed data structure called Storage Condition Re-
port (SCoRe), which in turn leverages data streaming
and publish-subscribe delivery mechanism.

Architecture

Apollo’s design is based on two principles: (i) reduc-
ing telemetry data access latency while increasing I/O
throughput, and (ii) reducing the overall cost of re-
source monitoring while increasing accuracy. Apollo
uses a machine-learning model called Delphi to im-
prove monitoring resolution by predicting intermedi-
ate values, which can further reduce the overall cost of
monitoring. It aims to use an adaptive and dynamic
interval to match the dynamic nature of the cluster.
The high-level architecture of Apollo is visualised in
Fig. 27.

• Overall architecture of Apollo: This is depicted in
Fig. 27-(a). Apollo uses SCoRe to enable access
to telemetry data in a low-latency manner. The
SCoRe data structure is represented as a Directed
Acyclic Graph (DAG) of vertices, where each ver-
tex collects information from Apollo. Informa-
tion is categorised into Facts and/or Insights,
and is stored as a tuple along with (timestamp,
fact/insight, predicted/measured). The Fact ver-
tex is the source vertex that represents the value
of a given metric extracted from a particular hard-
ware or software resource. An Insight vertex
forms the sink and inner vertex of SCoRe and
is a high-level combination of one or more Facts
and/or Insights. Apollo has an Apollo Query En-
gine (AQE) which resolves queries into multiple
accesses within SCoRe.

• Storage Condition Report (SCoRe): It is a dis-
tributed data store based on a graph data struc-
ture. Other than the telemetry data collection, its
responsibility includes generating insights, main-
taining Facts, and providing service to various
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Figure 27: Visualisation of the high-level architecture for Apollo. (Source: [80])

middleware libraries of clients. It uses a Pub-
Sub communication fabric to meet low-latency re-
quirements, where it uses libuv26 library for asyn-
chronous I/O and Redis Streams27 for maintain-
ing telemetry data in a queue and providing the
Pub-Sub communication paradigm. The Fact ver-
tices and Insight vertices (two key components of
SCoRe) are implemented using concurrent lock-
free queues, and they are added only if there is a
change from their previous value. Once they are
added to the queue, they can be serviced imme-
diately.

• Flow of information through SCoRe: This is de-
picted in Fig. 27-(b). The information flow
starts from the Fact vertices (labelled as ’Create’)
that capture metrics from cluster/application re-
sources using the Monitor Hook. The Monitor
Hook sends the metric to the Fact Builder, which
converts the metric into a Fact that is later lin-
earised and published onto the Fact Queue. The
Facts are ordered by timestamp and can be con-
sumed by an Insight vertex, which generates new
Insights in the Insight Builder and pushes them
into Insight Queue for immediate consumption.
Both Fact and Insight vertices hold dedicated,
in-memory queues and Archiver (that stores the
queue in a log, and is efficient and scalable). The
Monitor Hooks and Insight Builder are comple-
mented with an ML inference model called Delphi,
which predicts Facts for Fact vertices and Insights
for Insight vertices between the monitoring inter-
vals, that gradually increases the resolution of the
telemetry data. The middleware services query
Apollo via the AQE, which uses state-of-the-art
intelligent algorithms and converts a client query
into multiple information access calls to be served
by the Query Executor of that vertex.

26libuv - https://libuv.org/
27Redis Streams - https://redis.io/docs/

data-types/streams/

Evaluation Environment overview

The authors evaluate Apollo on the Ares cluster at the
Illinois Institute of Technology, which consists of 32
compute nodes and 32 storage nodes interconnected
by a 40 Gb/s Ethernet network with RoCE (RDMA
over Converged Ethernet) enabled. Each compute
node consists of a dual Intel(R) Xeon Scalable Silver
4114 (i.e.,40 cores per node), 96GB RAM and a lo-
cal 250GBNVMe. Each storage node has a dual AMD
Opteron 2384 (i.e.,8 cores per node), 32GB RAM, a
150GB SATA SSD and 1TB HDD. The Ares cluster
runs on CentOS 7.1 and the MPI library version is
MPICH3.3.2, and uses TensorFlow 2.3.1 for training
the machine learning models. As each compute node
possesses an NVMe and SSD device and each stor-
age node contains an HDD, two Fact vertices are de-
ployed in every compute node and one in each storage
node. Additionally, four Insight vertices are deployed
in the cluster where three of them manage the indi-
vidual streams of all devices in the same node and ag-
gregate data for their Insights into respective Insight
vertices, and the final Insight vertex subscribes to those
three Insight vertices for generating a combined view
of total available space (in the cluster).

Additional information

The authors performed two sets of evaluations: (i) a set
of evaluations of the internal components of Apollo ex-
ploring the three major components (SCoRe, Adaptive
Internal Module, and Delphi), (ii) an evaluation of ca-
pabilities of the data structures and the communication
layer. The middleware services need I/O-specific in-
sights for making data placement, computation place-
ment, and resource allocation decisions, which can be
organised based on performance, energy, access, or
workflow info. A few of the insights provided are in-
terference factor (to indicate the degree to which I/O
is being interfered with), node availability list (to facil-
itate leader election algorithms), energy consumption
per transfer (the amount of power used vs the amount
of work done by the node), allocation characteristics
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Layer ODA Capabil-
ity

OM Win Exa Fug Aut Thet Sum EAS Kal Apo

0 Infrastructure
management

Y Y Y Y - - Y Y - -

1 Runtime tuning Y Y - Y X - - Y - -

1,2 Hardware-
managed security

- - - - - - - - - -

2 Fault detection Y Y Y Y Y Y Y - Y -

2 Scalability tuning Y - - - Y - - - - -

3 Allocation &
scheduling

Y Y - - - - - X - -

3 Application fin-
gerprinting

Y Y Y Y Y Y Y Y - Y

3 Workload mod-
elling

- Y - Y - - Y Y - -

4 Interoperability - - - - Y - - - - Y

4 Error handling Y - - - - Y - - Y -

4,5 Software-based
security

Y - - - - - - - - -

4,5 Profiling - - - - - - - - - -

5 Productivity
enhancement

- Y - - Y Y - - - -

7 Data Reusability Y - Y - - - - - - -

7 Experimentation Y Y Y - - - - - - -

7 Data governance
& security

Y - - - - - - - - -

0-6 Monitoring &
alerting

Y Y Y Y Y Y Y Y Y Y

0-6 Energy modelling Y Y Y Y - - Y - - -

0-6 Pipeline optimisa-
tion

Y Y - - - - - - - -

Table 4: Comparison of the state-of-the-art ODA frameworks (represented horizontally in the table
with an alias) capabilities with the functionalities proposed in our reference architecture (Y → Yes,
X → Not available yet, - → Unknown). Column headings representing systems: OM = OMNI
(LBNL), Win = Wintermute (LRZ), Exa = ExaMon/ExaMon-X (CINECA), Fug = Fugaku (RIKEN),
Aut = AutoDiagn, Thet = Theta (ANL), Sum = Summit (OLCF), EAS = EAS (IBM Research), Kal
= Kaleidoscope (NCSA, UIUC), Apo = Apollo (IIT).

(metrics provided by Slurm) etc. The optimal polling
interval for any metric could change (for example, when
there is little change in the metric), so the monitoring
service should be able to that change when it occurs.
Delphi utilises machine learning techniques to reduce
the monitoring interval by predicting intermediate val-
ues between two measurements.

4.11 Comparing proposed ODA frame-
work’s functionalities with the
state-of-the-art

In this subsection, we briefly summarise how various
state-of-the-art frameworks discussed in previous sub-
sections compare to our proposed ODA framework ar-

chitecture (involving various ODA functionalities). We
consider the functionalities to be present if the state-
of-the-art (SOTA) frameworks have implemented even
a simplified version of the component functionality de-
scribed in the proposed architecture (taking an open
stance, to begin with). Some of the SOTA frameworks
have a few components that are not fully controlled
using ML techniques, but rely on manual interventions
by the operations team based on the alerts generated
in the visualisation or through other means; we have
still considered those frameworks as feature-compliant
(as they could optimise the same in the future). Also,
many of these frameworks only have descriptive and/or
diagnostic analytics being performed on the data col-
lected in the pipeline (and lack predictive and prescrip-
tive analytics), but we don’t differentiate them on the
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level of the type of analysis performed in our compari-
son, and more on whether the functionality exists in the
framework. Frameworks like Kaleidoscope are failure
detection and diagnosis frameworks, so it is expected
that they do not have advanced capabilities at various
layers of the large-scale infrastructure ecosystem, but
we have studied them here because they were unique
in their own way in researching the diagnosis of the
hardware resources.
The resultant comparison is shown in Table 4, which
has been carefully labelled following various references
cited in this literature. We have marked the function-
ality which is present in the SOTA frameworks with a
’Y’ representing that it is available, with an ’X’ if the
authors explicitly state that the functionality is not
available and/or proposed as future work, and with
a ’-’ if such a functionality is not discussed (we can-
not claim that it is missing, as the respective authors
of those works of literature might have refrained from
disclosing those details for various possible reasons like
privacy concerns besides others). As can be in from
the table, the ODA frameworks appearing on the left
are more advanced with more functionalities included
whereas the right ones have limited functionalities, and
they need to evolve their advanced ODA/monitoring
frameworks for reaping the benefits realised as part of
enabling those advanced ODA functionalities (which
we have covered in the next section).

5 Improvements observed after
deployment of ODA tech-
niques

In this section, we discuss the impact analysis consider-
ing the system’s energy-related aspects, after deploy-
ing the ODA framework techniques in a data centre
environment for answering the third research question
(RQ3). We characterise the efficiencies achieved in two
categories broadly, namely the quantitative gains and
the qualitative gains, which are further discussed be-
low.

5.1 Quantitative Gains

In this sub-section, we mention the significant quan-
titative impacts observed in various production or ex-
perimental environments after enabling the operational
data analytics capabilities. These types of impact are
associated mainly with various savings like cost, power,
water, etc., or provide highly significant analytical ben-
efits in terms of percentages like model accuracy, etc. A
summary of the prominent quantitative gains realised
after implementing ODA functionalities in a large-scale
computing infrastructure is presented in Table 5 for
quick reference.

Figure 28: Energy Efficiency Measures Identified
at NERSC [16]

OMNI, NERSC, LBNL, USA

NERSC utilised the operational data analytics capa-
bilities of OMNI for their business decisions related to
the expansion of electrical supply needs. They had
an estimated $23k of annual energy cost savings re-
sulting from the optimisation of cooling plant opera-
tions [72]. A major bold decision has been the elimina-
tion of an electrical substation for the large Perlmutter
project planning, which helped them save an estimated
$2 million [72]. They mention that the new HPE/Cray
Perlmutter system would be 3-4x more performance ef-
ficient than the current NERSC Cori system, and the
HPC footprint would also be actually smaller than that
for Cori.
In addition to this, they claimed that OMNI has re-
alised over 1.8 gigawatt-hours of energy savings and
0.56 million gallons (2.1 million Litres) of water savings
annually [48]. As per the literature, the current Level
2 PUE annual average is already a very efficient value
of 1.08, and the team is working to optimise (lower) it
further. Fig. 28 summarises the energy efficiency mea-
sures identified at NERSC, Berkeley Lab using OMNI’s
operational data analytics capabilities with a focus on
reducing the annual average PUE value. They have
already implemented various projects that had higher
impacts like adding submetering and PUE tracking,
air management with improved containment, enhanc-
ing the cooling system by adding a second heat ex-
changer and deep collaboration with IT vendors for
access to HPC system performance data [48].

35



Wintermute, DCDB, LRZ, Germany

The LRZ team uses an ”Energy Aware Scheduling”
(EAS) scheme for the reduction in the application’s
power usage without impacting its performance or run-
time which uses dynamic voltage and frequency scaling
(DVFS). They have estimated that its lifetime savings
value is around 1.8M€ [72]. They have studied the
performance of Wintermute and found that it has a
very low resource footprint (memory usage not exceed-
ing 25MB and the per-core CPU load of the Pusher
component is mostly uniform and peaks at 1.2%) in the
experimental evaluation, however, it would be different
when measured in a deployed production environment.
They have already worked on power consumption pre-
diction with a highly accurate prediction (where the
error is close to 5% in the area of dense concentration
values), analysis of job behaviour (by providing online
visualisation), identification of performance anomalies
(using unsupervised learning techniques), and perfor-
mance and scalability characterisation (within the ex-
perimental evaluation) [66]. They also studied the
deployment of Wintermute and DCDB in production
HPC environments like SuperMUC-NG (for job-data
visualisation) and modular DEEP-EST systems (for
predictive cooling control), but could only loosely esti-
mate the respective deployment benefits [68].

Theta HPC System, ANL, USA

The ANL team have claimed various contributions as
part of their research namely, (i) the system predic-
tion accuracy of job exit status being 92.3%, (ii) the
system prediction accuracy of job exit status in case
of a component failure being 88%, (iii) visual rep-
resentation representing correlations between environ-
ment (SEDC) logs and hardware errors with synchro-
nised timelines, and (iv) identification of 92.65% of the
correctly-predicted jobs before failure (at least 30 min-
utes before) [88]. They further want to analyse envi-
ronment logs to help pinpoint faulty nodes for further
investigation, but they are currently ignored due to
their size (growth to gigabyte-terabyte in a few weeks).

Kaleidoscope, Blue Waters, NCSA, USA

The NCSA team deployed Store Ping monitors on the
Cray Sonexion storage subsystem for two years and
Kaleidoscope’s live forensics on Cray Sonexion for more
than three months to evaluate the effectiveness of the
framework [43]. They identified a baseline of 843 pro-
duction issues that were resolved by the Cray Sonexion
operators over two years to measure the true positives
and false negatives of Kaleidoscope, which is the first
study to consider the impact of the kind (discussed
further) as per the authors. They found that Kalei-
doscope was able to localise the failed components for
99.3% of the production issues (837 out of 843), and
only 6 were not detected that belonged to disk drive
failures (which also had no impact on the I/O comple-
tion time). Among those 843 production issues, 346

Framework/
System
(Organisation)

Leveraged Benefits of
ODA

OMNI (LBNL) Estimated cost savings of
$23k annually from the opti-
misation of cooling plan op-
erations

OMNI (LBNL) Estimated cost savings of $2
million as a result of the
elimination of an electrical
substation

OMNI (LBNL) Realisation of 1.8 gigawatt-
hours of energy savings and
0.56 million gallons (2.1 mil-
lion Litres) of water savings
annually

OMNI (LBNL) Berkeley Lab’s PUE value is
already at 1.08, with further
optimisation already planned

Wintermute /
DCDB (LRZ)

Lifetime cost savings esti-
mated around 1.8 million
€ due to ”Energy Aware
Scheduling” scheme

Theta (ANL) Job exit status prediction ac-
curacy of 92.3% and iden-
tification of 92.65% of the
correctly-predicted jobs (at
least 30-minutes) before fail-
ure

Kaleidoscope
(NCSA)

Successful reporting of 98.3%
of reliability failures and
94.2% of resource overload
concerns, and a couple of ad-
ditional issues later manually
validated as genuine

Table 5: Some of the prominent quantitative ben-
efits gained after implementing ODA function-
alities in various large-scale production environ-
ments.

were caused by reliability failures and 497 were caused
by resource overload, and applying relevant heuristics
on Kaleidoscope resulted in it reporting 340 reliabil-
ity failures (accounting for 98.3%) and 468 overloads
(accounting for 94.2%), and a couple of additional re-
liability failures and resource overload issues that were
later manually validated and turned out to be true.
Though its diagnosis module did miss 35 production
issues either by the localisation module or due to ran-
dom noise in the logs that confused it. It also found
four one-off, unique failures per month on average that
were previously unknown, and that can hardly be an-
ticipated based on historical datasets.
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5.2 Qualitative Gains

In this sub-section, we list the significant qualitative
impacts observed in various production or experimen-
tal environments after enabling the operational data
analytics capabilities. These types of impact might also
represent quantitative improvements, but they do not
associate directly with cost, power or energy benefits
in a numerical sense, thus, they are categorised under
qualitative gains. A summary of the prominent qual-
itative gains realised after implementing ODA func-
tionalities in a large-scale computing infrastructure is
presented in Table 6 for quick reference.

Framework/
System
(Organisation)

Leveraged Benefits of
ODA

Wintermute
(LRZ),
ExaMon
(CINECA)

Anomaly detection module
predicts the hardware-level
anomalies

Wintermute
(LRZ), Fugaku
(RIKEN),
AutoDiagn

Performance and scalability
improvements

ExaMon
(CINECA)

Improvement in strategic
planning in the facility
cooling system

AutoDiagn Modelling memory footprint
reduction

Wintermute
(LRZ),
ExaMon
(CINECA)

Electrical power consump-
tion prediction

Table 6: Some of the prominent qualitative ben-
efits gained after implementing ODA function-
alities in various large-scale production environ-
ments.

ExaMon & ExaMon-X, CINECA, Italy

ExaMon & ExaMon-X team (comprising of members
from both CINECA and the University of Bologna,
Unibo) have been exploring automatically annotated
data and deep-learning models for anomaly detection
and prediction in HPC systems, and their experi-
mental results appear promising. Their proposed ap-
proach shows the possibility of anticipating the in-
surgence of faults in advance, on average between 40
and 50 minutes [15]. Another literature discusses sev-
eral use cases of these frameworks with functionalities
like anomaly detection (where the semi-supervised ap-
proach is highly accurate with a 90%-95% range of ac-
curacy), failure prediction of hard disks (with a failure
detection rate of 89.1%), job power prediction (with
the vast majority of jobs having a percentage error
smaller than 5%), and thermal prediction in HPC sys-
tems [14]. In another literature, they present RUAD

Figure 29: An example of the Lustre-based file
system state, presenting OST write I/O perfor-
mance. (Source: [98])

(Recurrent Unsupervised Anomaly Detection) model
which has better results than the semi-supervised and
unsupervised approaches in anomaly detection, if ac-
curate anomaly labels are available [56]. CINECA also
benefitted from the use of historical power management
data, where they developed several models of the facil-
ity cooling system under different possible designs, and
thus decided to increase the free-cooling capacity in the
data centre (instead of using rear door heat exchangers
for that purpose) [72].

Fugaku, RIKEN, Japan

The combined dashboard (for both the IT equipment
information and the facility information) can visualise
detailed power consumption for each group of racks and
can show electricity supplied by the two CGSs as well
as the public utility company. RIKEN’s monitoring
system could automatically detect and kill a running
job if it overruns its estimated value which might re-
sult in the facility drawing more power and approach-
ing the upper limit of its allowed power consumption,
which helps RIKEN avoid utility penalties [72]. The
authors claim that the switching operations with two
CGSs could lead to the extension of the lifetime of
the equipment as well as make it easier to maintain.
The average power usage effectiveness (PUE) which
is commonly used as a comparable metric to evaluate
energy efficiency operations in data centres is about
1.2. The authors have also mentioned that the opera-
tors are expecting an ability to be developed to detect
certain workload behaviours when a number of work-
loads write to a single file, as it results in flooding I/Os
which could result in system-wide failures. The dash-
board showing the Lustre-based filesystem state (that
presents MGS/MDS/OSS nodes performance) appears
to be very useful for finding and isolating the problem
in operations, thus helping to avoid overloading (visu-
alisation show in Fig. 29). They are continuing the
efforts to resolve the ODA issues found with the prior
K computer.
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AutoDiagn

AutoDiagn has mainly been evaluated in an exper-
imental cloud-setup-based environment, therefore its
benefits are characterised here under the qualitative
gains subsection. The system overhead induced by the
AutoDiagn Monitoring agent consumed approximately
2.52% memory and 4.69% CPU, while AutoDiagn Di-
agnosis consumed approximately 2.08% memory and
3.49% CPU [25]. The storage overhead during the ex-
perimental evaluation was only 3.75 MB disk space,
though increasing the types of symptom detection and
root cause analysis will add to the consumption of more
storage resources.

EAS, IBM Research, UK

The IBM research team implementing a holistic EAS
system performed clustering and prediction analysis,
and found that CPU utilisation and Fan power were the
main factors responsible for leading energy consump-
tion of the rack [100]. The clustering analysis based
on the time series variables helps pinpoint groups of
workloads like ML series of jobs with high power con-
sumption, and low CPU utilisation, in turn meaning
heavy usage of the GPUs. The LSTM prediction model
predicts the rack power with high precision, based on
corresponding CPU utilisation and Fan power of the
current and previous timesteps.

Summit, OLCF, USA

The OLCF team studied the system’s overall power
and energy consumption, and observed that the be-
haviour of HPC applications was the best way to ex-
plain the resulting power consumption. Under the av-
erage power consumption between 5MW and 6MW,
the average PUE of the data centre turned out to be
1.11 (thankfully due to the cheap evaporative-based
cooling), but it increased to an average of 1.22 during
the summer (due to the use of chilled water to trim
down the supply temperature) [89]. They categorised
jobs into five classes (running on a determined range
of nodes) and learnt that variations in peak power val-
ues are due to different algorithms across various disci-
plines that outweigh contributions, or depending on
the degree of parallelism, etc. The decrease in per
job node count highlighted an interesting finding that
GPUs were the main workhorses defining the peak, and
CPUs mostly defined the average power consumption.
They tweaked the CPU and GPU temperatures just
under the threshold of throttling to help in increasing
the free cooling even on days with adverse wet bulb
temperatures, resulting in improvement in the site’s
energy efficiency and OPEX [72].
Their finding also revealed that given the highly dy-
namic nature of HPC workloads, the temporal char-
acteristics in temperature changes may have a higher
impact on the GPU failures, however, the errors associ-
ated with lower-temperature GPUs remained inconclu-
sive. Lastly, they conclude that there is temperature

variability in the nodes that are introduced by spa-
tial features (like manufacturing variation in the chips)
within the node and on the actual Summit floor (due to
the uneven impact of the cooling system due to their
location), but the tight thermal response of compo-
nents to power consumption dynamics can be studied
well with the advance in modern HPC data collection
systems.

Apollo, Illinois Institute of Technology,
USA

The authors experimented with Apollo and identified
that the SCoRe data structure had high performance
while providing low latency (they also tested overhead
analysis and throughput analysis) [80]. Apollo was
compared with LDMS monitoring service in terms of
performance as part of their experimentation, where
they found that its latency was 3.5x lower than LDMS
while having an overhead of only 7% (which could be
considered negligible given the lower latency and the
adaptive interval feature). They also observed that
Apollo could aid various middleware libraries by boost-
ing their performance between 10% and 20% (for exam-
ple, Hierarchical Data Placement Engine (HDPE) per-
formance improvement was 18% over the round-robin
policy).

5.3 Other considerable gains

Some of the additional significant improvements re-
alised in other environments after enabling the ODA
framework (which are not discussed in the state-of-
the-art ODA frameworks for brevity), as reported in
the global experiences survey are briefly listed below
[72]:

• National Center for Atmospheric Research
(NCAR): The NCAR team were able to correlate
site-wide power quality issues with the failure
in the Variable Frequency Drive (VFD) of the
HPC system Cooling Distribution Units (CDU)
pumps. They were able to avoid multiple such
incidents by providing clean power to the CDUs,
which saved them an estimated $20k for each
incident (around two per year).

• Lawrence Livermore National Lab (LLNL): LLNL
team was able to analyse three years of data to
identify power spike patterns, for providing the
electricity provider with a forecasted value. They
could attribute such occasional large spike pat-
terns to employee schedules, but also to scheduled
and random events.

6 Trending Research and Possi-
bilities for future work

We discuss the trending research in the field of ODA
being conducted at various state-of-the-art frameworks
in this section, and we present our view on what could
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possibly be additionally explored in this field. We also
discuss how this literature study could be improved by
adding more value to this work. This section serves as
a response to our final research question (RQ4).

Ongoing research with(in) various ODA
frameworks

There is a lot of scope for the improvement of existing
advanced ODA/monitoring frameworks, as we already
presented an overview of ODA functionalities that do
not appear in them (although they might not have
been discussed in those works of literature for various
reasons like data governance). In this section, we first
go through the future work planned or mentioned
in the various works of literature corresponding to
the state-of-the-art ODA/monitoring frameworks
discussed in section 4. Lastly, we present our under-
standing of the research opportunities in the field of
ODA in large-scale distributed infrastructures, and
also suggest future work for refinement of this study.

The OMNI infrastructure is undergoing an up-
grade to support the increased size and scale of
metrics from the Perlmutter HPC system which might
require installing more edge services for more efficient
real-time analysis, and at the same time supporting
existing metric sets on the HPE/Cray Cori system
[13]. The authors acknowledged that their future work
includes an investigation of an alerting framework at
the edge like machines self-alerting themselves and
taking mitigative actions based on their localised
data in case when OMNI is not reachable or its
unreliability. Additionally, they are also looking
to make OMNI available externally to DOE (U.S.
Department of Energy) collaboration users using
blockchain, where users can request a dataset of
analysis using a front-end graphical interface.
Wintermute team is planning to identify additional
production use cases (that are discussed in the impact
analysis section), and also explore solutions for ease
in management for the operators and providing
high availability [66]. They are also working on a
machine-learning-based framework ”Infrastructure
Data Analyzer and Forecaster (IDAF)” that would
enable forecasting various data centre energy/power
consumption relevant key performance indicators
(KPIs) [72]. They have planned to extend Winter-
mute’s ODA capabilities with the DCDB event data
(like application-level instrumentation and telemetry
about data migrations in hierarchical storage systems)
[68]. They (along with the TUM team) argued that it
is a critical time to re-evaluate the co-scheduling capa-
bilities for full utilisation of heterogeneous resources,
manage dynamic addition or removal of resources
from the application itself for efficient reaction to
global system events, manage power/energy dynam-
ically within the software, and ensuring much closer
interaction among applications, systems and facilities
by blurring the line [86]. In another work, they have
planned to further characterise the properties and

performance of their correlation-wise smoothing (CS)
method by deploying it in a production HPC system,
characterising its overhead and scalability in the
production environment, testing its effectiveness on
accelerator sensor data (e.g., GPUs), and exploring
use case outside of the data centre domain [65].
The ExaMon/ExaMon-X team is working on adding
an ability in their ODA system to actively control
frequency settings with phases of the application,
depending on whether the phases are compute-bound
or communication-bound [72]. As part of future work
for ExaMon, the authors started with a vision to
analyse the data sets of the Marconi100 HPC system
for a detailed investigation of the cause of the anoma-
lies and classifying them in different categories, with
additional plans to store and analyse historical log
traces (providing insights related to supercomputing
node failures) [15]. In ExaMon-x literature, they have
planned to enhance and extend the Deep learning
(DL) models, and move from predictive forecasting
to prescriptive maintenance to assist system owners
and administrators [14]. Their other work focuses on
thermal anomaly detection, which could be extended
to other kinds of anomalies (e.g., application-level
anomaly detection, etc.), and they are also exploring a
semi-supervised ML-based approach for improving the
anomaly detection performance [5]. In another work,
they have acknowledged exploring the root cause
of the anomalies in the first place in HPC systems,
along with detecting anomalies involving multiple
nodes at the same time [56]. A portion of the data
centre infrastructure has been upgraded to handle any
unprecedented power consumption (of 30 MW) since
Fugaku has been brought into official service [98].
They have further planned to handle and resolve the
ODA issue found in the K computer.
The AutoDiagn authors mention that they focused
mainly on evaluating the big data applications for
performance reduction issues’ outliers, and that
newer features like symptom detection and root-cause
analysis were required to be added to their system
[25]. They also mention that the current AutoDiagn
implementation involves storage overhead and network
overhead with scalability, which they want to reduce
in future by exploring caching methods to aggregate
the information before sending it to the destination
nodes). Lastly, they have acknowledged an open
research direction of building a system that could
react to the analysis results, to help improve the
performance of big data systems.
The ANL team highlight that their visualisation cor-
responding to machine-learning and topic-generation
results provides a nice overview of how errors spread
across the system. They have planned to further
incorporate an end-to-end interactive visual analytics
system with the functionality of a built-in user-
feedback mechanism that would enhance the root
cause analysis process [88].
The OLCF team acknowledged that the analysis
of the collected 2020 Summit metrics resulted in
a deeper understanding of the workload and the
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system’s response. They confirmed the well-known
swinging behaviour of HPC applications after gaining
insight into the magnitude, swing frequency and
occurrence throughout the year. Large power swings
paved the way for analysis of long-term cooling
system response analysis, which further revealed the
huge scope for facility improvements. The team has
planned to research further about combined user
and job power-profile fingerprinting capability, which
could help in the predictive analysis of node-level
power consumption [89]. They have also planned to
focus in future on analysing the power usage patterns
of AI/ML applications (as to how they differ from
traditional modelling) due to their higher demand
lately, and correlate the AI/ML jobs and GPU power
consumption as to how these jobs affect the HPC
power profile.
The IBM research team have planned to evolve
their system by extending the number and type of
IoT devices to better understand the data centre
environment behaviour, which would include Edge
devices [100]. They also plan to integrate in-band
data collection from the applications into the existing
data collection framework. Other plans include
feeding the results of the models into schedulers like
LSF and cooling system controlling software. The
directions for their future research in the field of
ML include the implementation of AI-driven control
techniques combining Predictive Analytics and Deep
Reinforcement Learning.
The Kaleidoscope team have clarified that their
framework is not tied to a specific storage architecture
and can be extended to different system topologies
and storage system architectures, as it automatically
creates/changes the ML models with appropriate
parameters using the system topology and file system
I/O protocols. However, it cannot detect micro-burst
performance anomalies and transient failures shorter
than the dataset collection interval, which is an active
area of research [43].
The experiments conducted using Apollo indicate the
potential in optimising the collection of telemetry
data. The authors acknowledge that some of the I/O
curators need tweaking such that the metrics reflect
what is needed by the middleware library. They sug-
gest improving the adaptive internal heuristic by using
a more intricate heuristic metric, and also suggest
that the monitoring can further be improved using
KProbes (a dynamic instrumentation mechanism) [80].

Jakobsche et al. have highlighted the challenges
and opportunities of machine learning for monitoring
and operational data analytics in the context of
quantitative codesign of supercomputers (QCS) in
[41]. They have described challenges related to a
lack of guidelines for HPC researchers about what
appropriate data to collect, no single best way to
filter and prepare data for ML, no clarity about
standard models for HPC centre-collected data,
disjoint perspectives and approaches to data analysis,
making the data FAIR resolving privacy and sharing

concerns [27], and missing knowledge behind a specific
ML-based action, besides others. They suggest some
opportunities like inviting ML experts to interact
with the QCS communities to guide them about
identifying appropriate ML models and suggesting the
use of explainable ML models to help optimise system
operations, and initiating an ”Open-Data-Challenge”
(ODC) to enrich the ML guidelines for QCS, targeting
several topics like anomaly detection. They have
suggested that HPC researchers and ML communities
connect and collaboratively build and deploy the
standard practices of machine learning for QCS.
We envision that there is a huge scope for improvement
of power usage and performance of the data centre
environments given the extensiveness of our proposed
holistic ODA framework, and suggest a geared re-
search field to make standard approaches for analysing
the data centre-wide issues, such that the scientific
(or even other) community(-ies) benefits from those
well-known practices. Another possible research work
we envision could be to explore how to utilise/port the
learning from one data centre environment to another
(referred to as the ”inter-ODA” framework), and
earn the benefits with a comparatively lesser resource
footprint. This idea is an extension of the concept of
hybrid cloud evolution for cloud interoperability [10].

Future work for the study

There are certain limitations of this literature study
where mainly those ODA frameworks have been taken
into consideration that was published in scientific
pieces of literature and have the keyword ”operational
data analytics” (or ODA) within the literature. But,
this leads to skipping several existing monitoring and
analysis frameworks used in the HPC environment. We
included the MonALISA HPC supercomputer in our
study under the monitoring framework though this is
one such framework which is widely used and has great
analytical capabilities which has been evolving ever,
even before the term ”operational data analytics” was
officially used in this regard. We think that a better
approach would be to consider the top 100 supercom-
puters from the Green 500 supercomputers list, iden-
tify the relevant ones (based on criteria like the data
centres and large HPC supercomputers with optimal
PUE value below a certain threshold) and publish an-
other literature study including the highly rated ones
(in overall aspect) in the state-of-the-art ODA frame-
works.
Other aspects of improving this study could be to as-
sess the reference architecture for the ODA framework
holistically proposed by us with respect to the exist-
ing large-scale data centre topologies, and add or mod-
ify the components of the reference architecture suit-
ably. It would be valuable to research some notable
ones among the top 100 HPC supercomputing envi-
ronments and add to the state-of-the-art frameworks
for a more holistic version, and also include the unique
components into the reference architecture of the ODA
framework such that it encompasses the ODA features
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from all of them.

7 Conclusion

We have studied different topics throughout the liter-
ature. Here we summarise our findings, re-iterating
briefly the research questions and their brief response
to conclude the literature survey.

• RQ1: How to lay out various components
which are geared towards the performance
and energy-efficiency of a large-scale com-
puting infrastructure in a reference archi-
tecture for an ODA framework design?: We
propose a reference architecture that inherits from
an existing ODA reference architecture and in-
troduces novelty by combing the multi-layer ar-
chitecture of large-scale computing infrastructure
and ODA functionalities at the respective layers,
along with drilled-down data collection, charac-
terisation and learning mechanism to facilitate the
reassessment and redeployment at each compo-
nent of the reference architecture.

• RQ2: What are the state-of-the-art ODA
frameworks published in scientific pieces of
literature for a large-scale distributed com-
puting data centre?: We briefly discussed the
architecture of several state-of-the-art data centre
infrastructures which have deployed their novel
ODA frameworks either in their production envi-
ronment or performed an experimental evaluation
in a test environment.

• RQ3: What are the various (quantita-
tive/qualitative) energy or performance
benefits that have been realised after im-
plementing ODA techniques in a large-
scale distributed data centre?: We iterated
through the realised gains on deploying the ODA
framework in a large-scale distributed data cen-
tre (as published in standard pieces of literature).
We walked through some interesting quantitative
gains (related to energy efficiency) and qualitative
gains (in terms of energy efficiency or performance
improvements), wherever applicable.

• RQ4: What are the ongoing ODA-related
research works in a large-scale distributed
environment?: We explored the ongoing trends
and the associated challenges in this field, as
this field is gaining momentum gradually. The
major research is geared towards involving more
machine-learning-based analytics on the various
components to know about the unknown be-
haviours of these large-scale computing infrastruc-
tures.

We hope that this literature study contributes to
active research in the field of operational data
analytics (ODA) within the large-scale computing
infrastructure-related communities, and that we cre-
ate an awareness of sustainability practices in the

academia as well as the industry promoting energy and
performance-efficient measures.
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